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Abstract 
Friction dampers are commonly used to reduce high amplitude vibration in a variety of contexts, for example 

within gas turbines. This paper applies a recently developed method for predicting response bounds and 

estimating the response distribution when the characteristics of the friction dampers are unknown. The 

approach taken is to consider the internal frictional forces as independent external forces, and formulate an 

optimisation problem to seek upper and lower bounds on a chosen response metric, such as displacement 

amplitude. The optimisation problem is subject to constraints that describe properties of the frictional 

nonlinearity, without needing to specify a particular constitutive law. The principle of Maximum Entropy is 

then applied in order to estimate a distribution of the response within these bounds. Initial results from 

experimental tests and numerical simulations will be shown and compared with the predicted bounds and 

the estimated Maximum Entropy distribution. 

1 Introduction 

Friction dampers are an ideal solution for reducing high amplitude vibration in harsh environments such as 

within gas turbines: they can be made using materials that can withstand high temperatures and remain 

effective over a wide variety of conditions. However, predicting the response of friction damped systems 

can be challenging as the presence of nonlinearity precludes efficient linear methods, and the properties of 

the friction dampers themselves can be highly uncertain [1]. 

There is a need for efficient methods that can predict the response of friction-damped structures and which 

take uncertainty into account, without requiring computationally demanding Monte Carlo simulations of the 

nonlinear system. There are two main strategies: develop computationally efficient modelling methods so 

that Monte Carlo studies become feasible (e.g. [2,3]); and / or develop methods for handling uncertainty 

that require a minimal number of nonlinear simulations (e.g. [4]). 

There is a growing variety of methods for handling uncertainty in structural dynamics and several helpful 

special issues have been published, e.g. [5–7]. For the purposes of this paper it is helpful to distinguish 

between methods that are applicable to parametric or non-parametric types of uncertainty. Parametric 

methods assume knowledge of the governing equations of the system, and identify parameters within the 

model that are unknown. These uncertain parameters can be represented using fuzzy arithmetic or by 

assigning probability density functions, but it is a common feature of these methods that they require 

multiple simulations of the system response in order to propagate the uncertainty to the outputs of interest. 

To tackle this, it is necessary to develop efficient sampling methods that require a minimal set of full 

simulations, e.g. [4].  

These shortcomings make non-parametric methods appealing. Statistical Energy Analysis (SEA) enables 

efficient prediction of the mean and variance of the steady-state response for linear systems at high 

frequencies, i.e. when there is significant modal overlap [8]. It remains a challenge to apply the concepts of 

SEA to nonlinear systems, though some interesting progress has been made recently [9]. Another interesting 

non-parametric approach is to use random matrices and the principle of Maximum Entropy, or ‘entropy 
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optimisation’ [10]. In this approach the system matrices (mass, damping and stiffness) are taken to be 

uncertain with a mean that is the reference deterministic model, and with a probability density function 

assigned using Maximum Entropy. This approach is efficient and allows response distributions to be 

estimated based on very limited information (the nominal mean model). One challenge with this approach 

is the difficulty of interpretation: the admissible set of systems generated by the assigned distribution may 

be non-physical, e.g. the ensemble of systems could include cases where remote parts of a system are directly 

coupled even if it is known that is not the case [11]. This is not an intrinsic failure of Maximum Entropy, 

rather that the method does not readily lend itself to including this kind of additional information from these 

physical constraints. In addition, this approach is generally applied to uncertainty associated with the linear 

part of a system. Some recent attempts have been made to apply the methodology to nonlinear systems, e.g. 

[12]. A number of challenges remain: to obtain a stochastic solution requires computing the response for 

many realisations of the random matrices; there is a need to specify an arbitrary ‘dispersion parameter’ that 

represents the degree of uncertainty; and the constraints on the random matrix are only loosely based on 

physical arguments. 

This paper presents a recently developed method [13–15] for estimating the bounds and distribution of the 

response of a system, specifically for the case when there is uncertainty associated with a nonlinear friction 

interaction between two deterministic linear subsystems. The key features of the method are that: 

 uncertainty associated with the nonlinearity is represented non-parametrically; 

 uncertainty is represented by specifying general properties of the nonlinearity, so the functional 

form of the nonlinearity does not need to be specified; 

 only the linear forced response needs to be computed to estimate the response bounds and 

distribution; 

 it is most efficient when the nonlinearities are spatially localised. 

The framework for estimating the bounds is presented in Section 2, and the use of Maximum Entropy for 

estimating the response distribution is described in Section 3. The predictions are compared with results 

from a numerical reference model and an experimental test rig: the experimental test rig is described in 

Section 4; and the reference model is summarised in Section 5. A Monte Carlo experiment is carried out for 

both the numerical reference model and the experimental test rig: the results are compared with the estimated 

bounds and distribution in Section 6. 

2 Equivalent linear bounds framework 

The approach for estimating the response bounds can be summarised as follows: 

1. Consider the nonlinearity to be an external excitation force; 

2. Define constraints that describe general properties of the nonlinear friction interaction law; 

3. Find the nonlinear force that minimises or maximises an output quantity of interest subject to the 

constraints. 

This approach can be formulated as an optimisation problem, the key advantage over other methods being 

that it only requires the linear forced response to be computed when seeking the response bounds. The 

optimisation problem can be solved using standard numerical optimisation toolboxes (e.g. Matlab’s 

fmincon algorithms) [13,14] and in some cases semi-analytic solutions can be found [15]. 

In the general case, the solution gives a force that may have several frequency components, i.e. the worst 

case response occurs when there is a transfer of energy from the driving frequency to another frequency or 

combination of frequencies. However, it is sometimes the case that the output response metric of interest is 

dominated by the contribution at the driving frequency: when this is thought to be true then the nonlinear 

force can be constrained to only have a component at the excitation frequency. This effectively means 

finding ‘equivalent linear bounds’ on the response. It may seem a severe restriction that is only applicable 

to very weakly nonlinear systems, however it has the same basis as the Describing Function approach, or 

the Harmonic Balance Method with just the fundamental frequency retained [2]. This can be effective even 
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for systems with discontinuous nonlinearities and has found widespread adoption for predicting the response 

of friction-damped systems where it seems to be a well-validated approach (e.g. [1]). 

The framework presented in this paper consists of three main components: (i) a representation of the 

underlying system dynamics; (ii) an output response metric for which bounds are sought; and (iii) high-level 

constraints that describe general properties of the nonlinearity. These components and the resulting 

optimisation problem are presented in Section 2.1 to 2.4. 

2.1 System representation 

Consider a general linear system with a single localised nonlinearity, illustrated by the feedback diagram in 

Figure 1. The underlying linear system can be characterised by a matrix of frequency response 

functions 𝐃(𝜔). This linear system is subject to a total input force 𝐅(𝜔), so that the output states are given 

by 𝐘(𝜔) = 𝐃(𝜔)𝐅(𝜔). The total input force 𝐅 is composed of the external input force 𝐅𝑒𝑥𝑡 and an internal 

nonlinear force 𝐅𝑛𝑙, such that 𝐅 = 𝐅𝑒𝑥𝑡 + 𝐅𝑛𝑙. 

 

Figure 1: Feedback diagram of a general linear system with a localised nonlinearity 

This paper tackles the case of two linear subsystems (Figure 2) driven by a purely sinusoidal input force at 

Site (1) and coupled only by a single-point frictional nonlinearity that connects Site (3) of each subsystem. 

The spatially discretised input force vector for the 𝑗th subsystem can be arranged so that 𝐅𝑒𝑥𝑡,𝑗 =

[𝐹1,𝑗  0  0 ⋯]𝑇 and the nonlinear internal force vector arranged so that for the first subsystem 𝐅𝑛𝑙,1 =
[0 0 𝐹𝑛𝑙  ⋯]𝑇 and for the second subsystem 𝐅𝑛𝑙,2 = [0 0 −𝐹𝑛𝑙 ⋯]𝑇 where 𝐹𝑛𝑙 is the complex 

amplitude of the coupling force (equal and opposite for each subsystem), which is assumed to be sinusoidal 

at the same frequency as the input frequency. The input force is chosen to be sinusoidal at frequency 𝜔𝑎 

with complex amplitude denoted 𝐹1,𝑗: subscript ‘1’ identifies Site (1) and subscript ‘𝑗’ identifies the 

subsystem. 

It is convenient to define an effective dynamic stiffness 𝐾(𝜔𝑎) such that 𝐹𝑛𝑙 = 𝐾(𝑌3,2 − 𝑌3,1). This 

represents a linearisation of the friction law at a particular operating point, and can in general be complex-

valued. 

2.2 Response metric 

A response metric 𝑀 needs to be chosen that captures an output of interest whose bounds and distribution 

are sought.  In this study, the metric is taken to be the maximum of the steady-state displacement amplitudes 

at Site (2) across all subsystems: 

𝑀 = max
𝑗

|𝑌2,𝑗| (1) 

where 𝑌2,𝑗 is the complex amplitude of the displacement at Site (2) for the 𝑗𝑡ℎ subsystem. 
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2.3 Constraints on the nonlinearity 

In the proposed approach, the nonlinear force 𝐹𝑛𝑙 is considered to be an external input force and general 

properties of the nonlinearity are represented by inequality constraints. It is equivalent and more convenient 

to define the constraints in terms of the effective dynamic stiffness 𝐾. This allows an ensemble of 

nonlinearities to be defined in a flexible way, allowing for uncertainty associated with the form of the 

constitutive law governing friction contacts. Five constraints will be considered that represent general 

properties of friction interfaces: (A) the frictional coupling is passive, i.e. energy cannot be added to the 

system; (B) the frictional force is bounded; (C) the friction coupling is massless; (D) the effective stiffness 

of the coupling has an upper bound 𝑘max; and (E) the effective viscous damping of the coupling stiffness 

has an upper bound 𝑘𝑐/𝜔𝑎, i.e. the imaginary part also has an upper bound 𝑘max. 

More formally, the constraint functions 𝐡 = [ℎ𝐴 ℎ𝐵 ℎ𝐶 ℎ𝐷 ℎ𝐸]𝑇 must satisfy 𝐡 ≤ 𝟎 and are defined 

as follows: 

ℎ𝐴 = −imag{𝐾}

ℎ𝐵 = |𝐾(𝑌3,2 − 𝑌3,1)| − 𝐹lim

ℎ𝐶 = −real{𝐾}

ℎ𝐷 = real{𝐾} − 𝑘max

ℎ𝐸 = imag{𝐾} − 𝑘max

 (2) 

where ℎ𝐴 is a constraint on the average power input from the nonlinearity, ℎ𝐵 is the force saturation 

constraint with saturation limit 𝐹lim, ℎ𝐶 constrains the friction coupling to be massless (positive stiffness), 

ℎ𝐷 is the stiffness constraint, and ℎ𝐸 is the viscous damping constraint. The friction limit can be hard to 

identify precisely as friction characterisation is challenging [16], but the constraint nevertheless represents 

a pragmatic property based on typical frictional behaviour. Importantly, the five constraints do not specify 

a particular constitutive law for friction and so intrinsically allows for significant uncertainty associated with 

friction. 

2.4 General optimisation problem 

The problem to be solved can written as a standard optimisation problem: 

max
𝐾

 𝑀(𝐾, 𝐹𝑒𝑥𝑡)
  

 subject to 𝒉 ≤ 𝟎
 (3) 

where 𝑀 is the response metric from Equation (1) and 𝐡 is the vector of inequality constraint functions 

defined by Equation (2). The input force 𝐹𝑒𝑥𝑡 is assumed to be known. The degrees of freedom for the 

optimisation are the real and imaginary parts of the complex effective dynamic stiffness 𝐾. It is equally 

possible to choose the degrees of freedom as the real and imaginary parts of the complex nonlinear force 

𝐹𝑛𝑙: both methods yield the same bounds, but the choice does affect the estimate of the response distribution 

as will be discussed in Section 3. 

Semi-analytic solutions for the particular case of one frictional nonlinearity could be found, but for systems 

where there is an array of friction dampers semi-analytic solutions are not available. The aim of this work 

is to scale the method up to larger systems so that the work has wider applicability, therefore the solution is 

sought using ‘black-box’ numerical toolboxes that are available with standard software packages such as 

Matlab. 
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3 Estimating the response distribution using Maximum Entropy 

The approach described in Section 2 estimates response bounds for a pair of systems that are coupled by a 

friction damper with uncertain characteristics. This gives an estimate for the extreme response of a system, 

but it can be helpful to also estimate the distribution of the response within those bounds. 

Without further information concerning the properties of the frictional contact, this seems an infeasible task. 

However, it is possible to apply the principle of Maximum Entropy in order to predict a ‘worst case’ 

probability density function subject to the above constraints. It is recognised that there are philosophical and 

practical challenges. A full treatment is beyond the scope of the present study, instead the aim is to present 

a first attempt and see whether the estimated distribution is useful for making predictions and / or gaining 

insight into the system behaviour. 

Following Jaynes [17], the principle of Maximum Entropy for a continuous random variable seeks to 

maximise the ‘information entropy’ 𝐻: 

𝐻(𝑝, 𝑚) = − ∫ 𝑝(𝑥) log
𝑝(𝑥)

𝑚(𝑥)
d𝑥

𝑅

 (4) 

where 𝑝(𝑥) is the probability density function that is sought, 𝑅 is the region of admissible values of 𝑥, and 

𝑚(𝑥) is a ‘measure function’ that is required to satisfy invariance of 𝐻 under a change of variables. If only 

bounds on 𝑥 are known then the Maximum Entropy probability density function is 𝑝(𝑥) = 𝑚(𝑥). This 

presents a problem, as it relies on defining 𝑚(𝑥): effectively this is a distribution that represents ‘complete 

ignorance’. By the principle of indifference [17] it is most natural to take 𝑚(𝑥) to be a uniform distribution: 

it is not that this is a unique correct choice, only that it is suitable given knowledge only of the bounds. The 

challenge arises because 𝑥 can be parameterised in different ways, with uniform distributions on one choice 

of parameters being non-uniform after mapping to a different choice. 

For the friction-damped system the bounded parameter 𝑥 could correspond to one of two natural choices: 

the complex amplitude of the friction force 𝐹𝑛𝑙; or the complex effective dynamic stiffness 𝐾. The measure 

function 𝑚(𝑥) is then taken to be uniform over the admissible set of 𝐹𝑛𝑙 or 𝐾 parameterised by its real and 

imaginary parts. Other parameterisations could have been chosen (e.g. magnitude and phase), but choosing 

real and imaginary parts is dimensionally consistent. Therefore the Maximum Entropy distribution is a 

uniform distribution over its real and imaginary part within an admissible set of values defined by the 

constraints in Equation (2). The effect of choosing the prior using 𝐹𝑛𝑙 or 𝐾 on the estimated response 

distributions will be seen in Section 6.3. 

The most straightforward way to propagate the distribution on 𝐹𝑛𝑙 or 𝐾 is to compute the response for many 

samples of the chosen parameter. This was carried out by generating a uniformly distributed vector of values 

using latin hypercube sampling over a conservative grid of admissible values, then truncating this set using 

the actual constraints defined in Equation (2). Using 1000 samples for the initial guess of the admissible 

space usually results in a sufficient number of samples that satisfy the actual constraints, which generated 

converged estimates for percentiles of the Maximum Entropy response distribution. Note that the response 

for each sample was a linear forced response calculation and not a full nonlinear simulation of the system, 

hence this could be computed efficiently. 

4 Experimental test rig 

An experimental test rig was developed to: (a) validate the numerical reference model; and (b) investigate 

the response uncertainty that results from a physical realisation of a friction damper. Figure 2 shows the 

experimental test rig used for these studies. The test rig consists of a pair of clamped cantilever beams that 

have been water jet cut from a sheet of mild steel. This leaves a piece of connecting metal at the base that 

allows the beams to be clamped vertically without any difficulty associated with alignment. Each beam is 

300 mm tall, by 40 mm wide and 3 mm thick. Manufacturing and clamping imperfections at the base 

introduce a small degree of mistuning between a pair of beams. Therefore, a slot has been made to allow 
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moveable masses to be attached to the beams. This allows the natural frequency of the first bending mode 

of each beam to be tuned to within 1 % of each other. To facilitate the implementation of a friction coupling, 

the top 40 mm of the beams are folded over by 90 degrees.   

 

Figure 2: Photograph and schematic diagram of the experimental test rig. 

The friction coupling between a pair of beams is shown in Figure 3 (a). It consists of a pair of rigid elements 

linked by a piece of 0.1 mm shim steel. The shim steel provides an approximate pinned boundary condition 

at the location of the shim steel in the direction of the normal pin force, a high bending stiffness in the 

direction of the friction force, and a high torsional stiffness.  

One end of the friction coupling element is attached rigidly to the driven beam (Beam 1, left), the other end 

has a hemispherical pin to provide a point contact with a surface patch of test material rigidly attached to 

the non-driven beam (Beam 2, right). The pin is positioned to provide zero normal force in the absence of 

suspended loads. A normal force is then applied by hanging a known weight from the centre of the friction 

coupling, as is visible in Figure 2. A dummy friction damper without a pin is attached to the non-driven 

beam to keep the two beams as similar as possible. 

An excitation force is applied to Beam 1 at 50 mm from the base on the vertical center line. The force is 

applied using a non-contact coil clamped to the workbench (see Figure 3) and a neodymium magnet attached 

to the beam. A demand current to the coil is provided by an output voltage signal from Matlab, through a 

National Instruments data acquisition card (NI6216) and a low-pass filter, to a fixed gain power amplifier.  
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Figure 3: Detail photographs: (a) friction coupling; (b) non-contact input excitation coil 

(driving a magnet attached to the beam) 

The force input level to the beam is controlled by varying the demand voltage. Nonlinearity in the coil / 

magnet interaction produces harmonics in the input force at even and odd multiples of the forcing frequency, 

with the second harmonic (which has the greatest contribution) approximately 45 dB below the fundamental 

frequency. This represents a weak nonlinearity compared with the friction-damper nonlinearity, and the non-

contact arrangement prevents additional frictional nonlinearity being present. The beam instrumentation 

consists of accelerometers (DJB A0/2) placed at Site (2), 150 mm beneath the beam tip.  

An ensemble of results was obtained by varying the pin material and normal force. For the data presented 

in this study, two pin materials are chosen: steel and perspex. For both materials a steel contact patch was 

used on the non-driven beam (Beam 2, right). The normal force was varied to provide a pin load of 0.1 N to 

0.75N The case with zero normal force results in the linear response in the absence of friction for the 

uncoupled beams. For a given test, the voltage signal to drive the forcing coil is sinusoidal, choosing 

frequencies in the range 5 Hz to 150 Hz. The steady-state response amplitudes for each beam were estimated 

from the FFT of a suitable section of the data. 

5 Numerical reference model 

A reference model has been developed that has been used to validate the above method. The reference model 

is based on the Harmonic Balance Method retaining just the fundamental frequency. This is a robust and 

commonly used approach to modelling friction-damped structures, e.g. [18]. 

5.1 Model summary 

The dynamics of a given beam can be expressed in terms of a matrix of transfer functions: 

𝐘(𝜔) = 𝐃(𝜔)𝐅(𝜔) (5) 

recalling that 𝐘 is the vector of responses, 𝐅 is the vector of the total applied force with 𝐅 = 𝐅𝑒𝑥𝑡 + 𝐅𝑛𝑙, and 

𝐃(𝜔) is the matrix of transfer functions.  

Using standard modal analysis results, e.g. [19], a given element of the matrix 𝐃(𝜔) can be written: 

𝐷𝑛𝑚(𝜔) = ∑
𝑢𝑛

(𝑘)
𝑢𝑚

(𝑘)

𝜔𝑘
2 + 2𝑖𝜁𝑘𝜔𝑘𝜔 − 𝜔2

𝑘

 (6) 
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where 𝑢𝑛
(𝑘)

 represents the mass-normalised mode shape evaluated at position 𝑛, 𝜔𝑘 is the natural frequency, 

and 𝜁𝑘 is the modal damping factor, all for the 𝑘𝑡ℎ mode. The mode shapes can be identified from a finite 

element model or from experimental measurements: for this study the modal properties have been measured 

from the experimental test rig described in Section 4. 

Using modal coordinates let 𝐘 = 𝐔Q, where 𝐔 is the matrix of mode shapes and Q is the frequency-domain 

vector of modal contributions. This decouples the equations of motion so that for the 𝑘𝑡ℎ mode:  

𝑄𝑘 =
𝐔𝒌

𝐓𝐅(𝜔)

𝜔𝑘
2 + 2𝑖𝜁𝑘𝜔𝑘𝜔 − 𝜔2

 (7) 

where the numerator 𝐔𝒌
𝐓𝐅(𝜔) is a scalar that represents the generalised modal force. 

The friction force 𝐹𝑛𝑙 for a given friction damper is a nonlinear function of the response and hence contains 

frequency contributions at many frequencies. The Harmonic Balance Method is applied with just the 

fundamental frequency retained. The solution is found iteratively: 

1. guess 𝐐(𝜔), the complex modal amplitudes for each beam; 

2. compute 𝒀 using 𝐘 = 𝐔Q evaluated at the nonlinear friction position, Site (3);  

3. reconstruct 𝐲(𝑡) and �̇�(𝑡) in the time domain using the Inverse Fast Fourier Transform (IFFT); 

4. compute 𝐟𝑛𝑙(𝐲, �̇�) in the time domain using the chosen friction law; 

5. calculate 𝐅𝑛𝑙(𝜔) using the FFT and retain only the component at the fundamental frequency; 

6. compute the residual error in the modal system of equations: 

𝐑 = 𝐐(𝜔) − diag {
1

𝜔𝑘
2 + 2𝑖𝜁𝑘𝜔𝑘𝜔 − 𝜔2

} 𝐔T𝐅(𝜔); (8) 

7. iterate the solution 𝐐(𝜔) until 𝑹 = 𝟎. 

The friction law chosen for this study was Coulomb’s law with coefficient of friction 𝜇0: 

𝑓𝑛𝑙 = −sign{𝑉𝑠}𝜇0𝑁0 (9) 

where 𝑉𝑠 is the sliding velocity of the two surfaces, 𝜇0 is the coefficient of friction, and 𝑁0 is the normal 

contact force. This frictional contact is assumed to be in series with a tangential contact stiffness 𝑘𝑐, such 

that: 

𝑓𝑛𝑙 = 𝑘𝑐(𝑞 − 𝑌3,1) (10) 

where 𝑞 is an internal displacement state of the friction contact. 

5.2 Model parameters 

The reference model parameters are based on the experimental test rig, so that the model can be validated 

and to allow the predicted bounds and distribution to be compared with numerical and experimental data. 

The modal parameters of the beam were identified using standard modal analysis techniques [20], and are 

summarised in Table 1. 

 Mode 1 Mode 2 

𝜔𝑘/2𝜋 (Hz) 17.6 108.3 

𝜁𝑘 0.001 0.002 

𝑢1
(𝑘)

  0.33 1.16 

𝑢2
(𝑘)

 1.06 1.70 

𝑢3
(𝑘)

 2.55 -2.12 

Table 1: Modal properties of each beam of the experimental test rig. 
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The mode shapes 𝑢𝑛
(𝑘)

 are evaluated at Sites n = 1 (input excitation force location), n = 2 (output 

accelerometer location), and n = 3 (frictional contact location). 

5.3 Monte Carlo test procedure 

The method described in Sections 2 and 3 for predicting response bounds and estimating its distribution is 

based on uncertainty associated with the properties of the frictional coupling. Therefore, in order to test the 

effectiveness of the method, a Monte Carlo test was carried out using the reference model to generate an 

ensemble of responses. The friction law parameters were varied as follows: 0 < 𝜇0 < 1 and 0 < 𝑘𝑐 < 𝑘max. 

A uniform distribution was chosen for both parameters. 

6 Results and discussion 

This section presents: (i) a validation of the Harmonic Balance Method by comparison with experimental 

test results; (ii) a comparison of the response bounds with numerical and experimental results; and (iii) a 

discussion of the validity of the Maximum Entropy distribution estimates. 

6.1 Validation of numerical reference model 

Figure 4 shows two example comparisons between numerical simulations using the Harmonic Balance 

Method reference model and the corresponding experimental tests: (a) shows the case for low excitation 

amplitude, 𝐹1,1 = 0.22 N; and (b) shows a high amplitude case, 𝐹1,1 = 2.2 N. Both plots are the 

displacement response amplitudes of Beam 1, using a friction model with 𝑘𝑐 = 10 kN/m and 𝜇0 = 0.8. The 

contact stiffness 𝑘𝑐 was found iteratively by matching the linear sticking-limit natural frequencies to 

experimental tests with a high normal load. The coefficient of friction 𝜇0 was chosen to give satisfactory 

agreement between Harmonic Balance Method predictions and experimental tests across a wide range of 

cases. The plots presented here are a representative selection, and demonstrate that the numerical model is 

a good representation of the nonlinear system behaviour. 

 

 (a) (b) 

Figure 4: Comparison of numerical predictions using the Harmonic Balance Method (solid lines) with 

experimental stepped-sine tests (crosses) for: (a) 𝐹1,1 = 0.22 N; and (b) 𝐹1,1 = 2.2 N. 

The comparisons shown in Figure 4 suggest that the Harmonic Balance Method with only the fundamental 

frequency retained gives a good approximation to the nonlinear system behaviour. This supports the 

‘equivalent linear bounds’ hypothesis, which is based on the same approximation. 
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6.2 Comparison of response bounds with numerical and experimental results 

The constraints defined by Equation (2) require two parameters to be chosen: the maximum friction force 

𝐹lim and the maximum contact stiffness 𝑘max. The material pairs used in the experimental test rig were 

steel/steel and nylon/steel. The coefficient of friction for each case was estimated from inclination tests and 

was found to be approximately 𝜇0 = 0.5 for steel/steel and 𝜇0 = 0.3 for nylon/steel. The steel/steel estimate 

differs from the value estimated by fitting the Harmonic Balance Method, which required a coefficient of 

friction around 𝜇0 = 0.8. This simply illustrates the uncertainty associated with friction characterisation. As 

described above, the contact stiffness was estimated by fitting the frequency of the out-of-phase beam mode 

to linear transfer function estimates, giving a value of approximately 𝑘𝑐 = 10 kN/m. In order to provide a 

conservative estimate for predicting response bounds, the limiting values were chosen to be 𝜇0 = 1 and 

𝑘𝑐 = 20 kN/m (i.e. double the measured estimates). This corresponds to 𝐹lim = 𝜇0𝑁0 where 𝑁0 = 0.75 N 

is the maximum normal contact load 

Figure 5 shows a comparison of the predicted response bounds with results from the numerical and 

experimental Monte Carlo tests for three excitation levels: the first row (a,b) are for 𝐹1,1  =  0.22 N; the 

second row (c,d) are for 𝐹1,1  =  1.1 N; and the third row (e,f) are for 𝐹1,1  =  2.2 N. The left-side figures 

(a,c,e) show the comparison with the numerical results (black dots); the right-side figures (b,d,f) show the 

comparison with the experimental results (blue crosses). The upper and lower predicted response bounds 

are shown as solid red and green lines. Note that the data shown in Figure 4 and Figure 5 are from the same 

experiments: the difference is that Figure 4 shows the response of Beam 1; while Figure 5 shows the 

maximum of Beam 1 and Beam 2, consistent with the metric defined in Equation (1). 

First consider the numerical comparisons on the left-side figures in (a,c,e): the numerical responses are 

shown as grey lines for each member of the ensemble of tests. A single representative example simulation 

within the ensemble is shown as a solid black line. It is clear that the simulated data falls within the predicted 

bounds, confirming that the bounds represent reliable and converged solutions to the optimisation problem 

defined by Equation (3). 

From the experimental comparisons in (b,d,f), it is reassuring that nearly all data points fall within the 

predicted bounds for each excitation level. At low amplitudes it can be seen that some of the data reveals a 

truncated resonant peak near 55 Hz: this corresponds to the friction damper in a predominantly sticking 

state, and the peak is consistent with the coupled out-of-phase mode that would be expected from linear 

theory. The upper bound predicts the amplitude of this truncated peak rather well but not the drop off in 

amplitude either side of the peak: except at this particular frequency both bounds are extremely conservative 

over the range 30-70 Hz and span approximately two orders of magnitude. This is because the constraints 

allow the effective coupling stiffness 𝑘𝑐 to fall within the range 0 < 𝑘𝑐 <  2 × 104 N/m. The worst-case 

occurs when it causes the resonance frequency of the out-of-phase coupled beam mode to be the same as 

the input frequency. As revealed by the numerical Monte Carlo study, if more experiments had been carried 

out using a wider range of contact stiffness values then this would have ‘filled in the gap’. So while the 

bounds appear valid, this comparison reveals that the constraints do not capture everything that is actually 

known about the frictional behaviour. Including additional constraints that capture this extra information is 

part of ongoing work. 

As the excitation amplitude is increased, the experimental data shows part of the well-known transition from 

the ‘sticking limit’ to the ‘slipping limit’ response, characterised by an increase in damping of the second 

mode and a decrease in frequency. As this transition takes place it is interesting that the bounds become less 

conservative, suggesting that the method may be more useful away from the ‘sticking limit’ case. 
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Figure 5: Comparison of response bound predictions with numerical and experimental Monte Carlo tests: 

(a,c,e) numerical comparisons; (b,d,f) experimental comparisons. Input force amplitudes:                     

(a,b) 𝐹1,1 = 0.22 N; (c,d) 𝐹1,1 = 1.1 N; (e,f) 𝐹1,1 = 2.2 N. 
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The bounds in Figure 5 show several frequencies where there is a discontinuity, indicating a change in the 

active constraint. Figure 6 shows the active constraint associated with the bounds for the lowest and highest 

input forces: (a) 𝐹𝑛𝑙 = 0.22 N; (b) 𝐹𝑛𝑙 = 2.2 N. The legend shows the symbols corresponding to the active 

constraints defined in Equation (2), where ℎ𝐴 is the passive constraint; ℎ𝐵 is the force limit; ℎ𝐶 is the positive 

stiffness constraint; ℎ𝐷 is the upper bound on stiffness; and ℎ𝐸 is the viscosity limit. It is interesting to see 

that for each of the uncoupled beam mode peaks at 17.6 Hz and 108.3 Hz, the upper bound is limited by the 

positive stiffness constraint (blue squares) before the peaks, by the power limit (red crosses) near the peaks, 

and by the force limit (green circles) after the peaks. These ‘green circle’ frequency ranges indicate the 

amplitude-limiting effect of the friction dampers. In (a) there is a sudden fall-off in amplitude near 70 Hz 

that is stiffness-limited (purple triangles crosses) followed by a narrow frequency range when the viscosity 

limit becomes active (orange crosses). This transition frequency near 70 Hz represents the upper limit of the 

natural frequency of the out-of-phase coupled beam mode. It can be seen that this pattern repeats for the 

second beam mode. In (b) the pattern is slightly different: there is no longer a sudden drop-off in amplitude 

at the transition from force limit (green circles) to viscosity limit (orange crosses). This is because for high 

input forces, the beams are effectively weakly coupled and so the natural frequency tends towards the 

uncoupled natural frequency of 17.6 Hz. These patterns show how the bounds give clear insight into the 

behaviour of the nonlinear system at different operating points. 

 

(a) (b) 

Figure 6: Bounds grouped by active constraints (see legend) for: (a) 𝐹1,1 = 0.22 N; and 

(b) 𝐹1,1 = 2.2 N 

6.3 Estimates of Maximum Entropy distribution 

Figure 7 shows the distributions that result from applying the principle of Maximum Entropy for the lowest 

force amplitude 𝐹1,1 = 0.22 N: (a) shows the result of assuming a uniform prior distribution for the 

nonlinear force 𝐹𝑛𝑙; and (b) from assuming a uniform prior distribution for the effective dynamic coupling 

stiffness 𝐾. The mean is shown as a solid black line, and the 10 − 90 percentile interval is represented by 

the shaded region. The bounds are superimposed as solid red and green lines as before, but numerical and 

experimental data are omitted for clarity: the corresponding cases can be seen in Figure 5 (a,b).  
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Figure 7: Maximum Entropy distributions using different priors: (a) uniform over 

real/imag parts of 𝐹𝑛𝑙; and (b) uniform over real/imag parts of 𝐾. 

It is immediately striking how different the two Maximum Entropy distribution estimates are. This 

highlights the importance of choosing the ‘prior’ or ‘measure function’ 𝑚(𝑥). It can be seen from Figure 

7 (a) that choosing the prior to be uniform in 𝐹𝑛𝑙 results in a distribution that tightly follows the upper bound, 

while (b) shows that choosing a prior that is uniform in 𝐾 gives a distribution with a more interesting 

structure. The latter choice appears to be more informative: it reveals the possibility of a peak near 50 −
70 Hz, and is more tightly distributed at other frequencies even where the extreme bounds give conservative 

predictions. These trends are all evident in the experimental data (see Figure 5 b,d,f). Although there is no 

obvious physical justification for choosing a prior that is uniform in K, this nevertheless appears to be a 

more informative choice. However, a note of caution is needed: applying Maximum Entropy results in a 

subjective representation of uncertainty that cannot be validated or invalidated by comparison with Monte 

Carlo ‘frequentist’ representations of uncertainty. When discrepancies are noted this simply reveals that 

more information is needed to update the Maximum Entropy solution. 

The bounds and the Maximum Entropy distributions took approximately 1 minute to compute in all cases 

using an Intel Core i7-6650U 2.2GHz processor, with 300 frequency samples and 105 Monte Carlo samples 

per frequency for the distribution estimates. By comparison, the Monte Carlo tests using the Harmonic 

Balance method are estimated to have taken approximately 1 hour if the same specification processor had 

been used. 

7 Conclusions 

This paper presents a new method for predicting upper and lower bounds on the response of friction-damped 

structures driven by a harmonic input force, subject to uncertainty associated with the nonlinear friction 

coupling. The method considers that the nonlinear frictional coupling force is an external excitation force, 

then seeks the ‘nonlinear’ force that minimises or maximises an output quantity of interest subject to 

constraints. The constraints are defined to describe general properties of the nonlinear friction interaction, 

without needing to specify a functional form for the constitutive friction law. In addition, it is assumed that 

the response metric is dominated by the input fundamental frequency: this means that the nonlinear force 

can be assumed to be sinusoidal at the same frequency as the input, analogous to the Describing Function 

approach or the Harmonic Balance Method with only the fundamental frequency term retained. This can be 

formulated as an optimisation problem, the key advantage over other methods being that it only requires the 

linear forced response to be computed when seeking the response bounds. The response distribution can be 
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estimated by applying the principle of Maximum Entropy, leading to a rational subjective description of 

uncertainty. 

An experimental test rig was developed in order to validate the approach. The rig consists of two cantilever 

beams coupled at their tips by friction and driven sinusoidally. A Monte Carlo test was carried out to 

generate an ‘uncertain’ ensemble of data. The test system was also modelled using the Harmonic Balance 

Method to allow numerical validation of the predicted bounds. 

The response bounds were compared with both numerical and experimental Monte Carlo tests and showed 

excellent agreement. This demonstrated the validity of the bounds. However, when compared with the 

experimental data it was also clear that for some frequency ranges the bounds were overly conservative, 

indicating that additional constraints should be sought that capture more specific known properties of the 

frictional coupling. This is the subject of ongoing work. 

The bounds were shown to provide insight into the system behaviour by considering the active constraint 

for each bound as a function of frequency and operating point. The transition from one constraint to another 

highlight significant frequencies and changes of regime. 

The principle of Maximum Entropy was applied to estimate the response distribution. This requires choosing 

a prior distribution (or ‘measure function’) that represents complete ignorance: the Maximum Entropy 

distribution is equal to the prior when only bounds are known. Two choices of prior distributions were 

investigated: a uniform distribution over the admissible region of the real and imaginary parts of the 

‘nonlinear’ friction coupling force; and a uniform distribution over the admissible region of the real and 

imaginary parts of the effective dynamic coupling stiffness. In both cases the admissible region is defined 

by the constraints. The response distribution was computed by Monte Carlo sampling, which was efficient 

because it only required finding a linear forced response for each sample. The distribution resulting from 

the uniform prior for the effective coupling stiffness was found to give more informative results. Some care 

is needed when interpreting Maximum Entropy distribution estimates, as it is a subjective measure of 

uncertainty that can neither be validated nor invalidated by comparison with measured or simulated data: 

instead additional information allows the distribution to be updated. 

The proposed method has been shown to give useful predictions for the bounds and distribution of the 

response of friction-damped systems, with potential for scaling up to more complex systems. The predicted 

bounds give insight into the most important effects underlying the system behaviour.  
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