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Abstract  
Complex mechanical structures are often subjected to random vibration environments.  One strategy to 

analyze these nonlinear structures numerically is to use finite element analysis with an explicit solver to 

resolve interactions in the time domain.  However, this approach is impractical because the solver is 

conditionally stable and requires thousands of iterations to resolve the contact algorithms. As a result, only 

short runs can be performed practically because of the extremely long runtime needed to obtain sufficient 

sampling for long-time statistics.  The proposed approach uses a machine learning algorithm known as the 

Long Short-Term Memory (LSTM) network to model the response of the nonlinear system to random input. 

The LSTM extends the capability of the explicit solver approach by taking short samples and extending 

them to arbitrarily long signals. The efficient LSTM algorithm enables the capability to perform Monte 

Carlo simulations to quantify model-form and aleatoric uncertainty due to the random input.  

1 Introduction 

Random vibration is an important load environment to consider during the design of mechanical, aerospace 

and civil structures as it can lead to fatigue type failures.  As the name implies, random vibration is a 

stochastic load that is best described in the frequency domain using a power spectral density function (PSD).  

For linear systems, the PSD of the response is calculated as 

[𝑆𝑋(𝜔)] = [𝐻(𝜔)][𝑆𝐹(𝜔)][𝐻
∗(𝜔)]𝑇 , (1) 

where SX(ω) is the response PSD, H(ω) is the frequency response function (FRF), SF(ω) is the input PSD, 

and [·]*  is the complex conjugate [1].  An exhaustive discussion on random vibration of linear systems is 

found in [1] and [2].  In practice, it is rare to find a structure that behaves in a truly linear way.  Often the 

nonlinearities are weak and do not contribute to the overall response, thus the linear assumption holds.  

However, there are applications and structures in which the nonlinearities play an important role, such as 

geometric nonlinearity in panel flutter [3], hysteretic nonlinearity in vehicle suspension [4], and nonlinear 

stiffness and damping from frictional joints [5].  Joint probability distribution functions (PDF) inclusive of 

the time varying nature of nonlinear systems can be numerically simulated using several existing techniques, 

such as perturbation techniques [6], equivalent linearization [7], multi-Gaussian closures [8], stochastic 

averaging [9], or seeking the solution to the Fokker-Planck equation for Markov vector processes [10], [11].  

These techniques are only valid for narrow classes of vibration input, such as stationary Gaussian, and can 

only be reasonably solved for systems with limited degrees of freedom (DOF).  The work presented in this 

paper is motivated by the need to develop an efficient method to calculate the structural response of 

nonlinear mechanical systems with a large number of DOF subjected to any class of random vibration 

excitations.  Currently for large numerical models of complex structures, explicit time integration is 
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performed using finite element analysis (FEA). A major drawback of this method is that explicit solvers are 

conditionally stable because their smallest allowable time step is driven by the smallest characteristic 

element size of the finite element model (FEM).  Since FEMs that include contact nonlinearities require 

high mesh refinement to accurately resolve conditions at interfaces, the stable timestep becomes small 

enough to make analysis of long duration signals intractable. As a result, random analysis is typically 

performed using a short realization of the random environment. This approach is problematic because the 

time signal statistics may not be captured by a short realization. Moreover, a single realization may not be 

representative of the worst case for a nonlinear structure where there is path dependency. These challenges 

motivate the need for a more efficient approach for obtaining structural response of nonlinear structures to 

random vibration inputs.  

The technique presented in this paper aims to provide a novel and efficient methodology to conduct 

numerical analysis of nonlinear structures subjected to random inputs. The method consists of using machine 

learning techniques to accomplish the objective. In particular, the Long Short-Term Memory (LSTM) 

network is used to extend the structural response of a short duration random signal to a much longer time 

signal from which significant statistical features can be extracted.  The remainder of this paper will introduce 

the mechanics of a LSTM neural network, then apply them to a system with a strong and weak contact 

nonlinearity. 

2 Methodology 

2.1 Long Short-Term Memory Networks 

The field of deep learning has been applied with success to a broad set of applications in recent years [12]. 

The basis for deep learning is algorithms that learn from experience when exposed to data.  A commonly 

used tool in deep learning is a deep neural network which is built by stacking sequential layers of parallel 

operations, referred to as units.  The sequential traversal through the algorithm allows the program to refer 

to earlier operations. These units act as storage for state information and provide a structure to organize the 

network’s processes. As such, deep neural networks learn both hierarchical representations of data, and the 

structural organization of the computer program that process the data.   

A special case of deep neural networks is the recurrent neural network (RNN).  RNNs are a family of neural 

networks specialized in processing sequential data [13]. The main advantage of an RNN over a traditional 

neural network is its ability to share model parameters across different timesteps. This capability allows the 

network to learn relations between timesteps. A more specialized type of RNN is the long short-term 

memory (LSTM) network. The LSTM, which is a type of gated RNN, was originally proposed by Hochreiter 

and Schmidhuber [14], and alleviates many of the computational challenges of the traditional RNN [15].  

Using gates to control the flow of information through time, the LSTM has self-loops that allow it to “forget” 

or “remember” information about the past. Additionally, by using bidirectionality, the LSTM can also learn 

how the “future” affects the current state. LSTM networks have been successful in many applications,  

including speech recognition [16], handwriting recognition and generation [17], machine translation [18], 

image captioning [19], among others.  

A diagram of a single LSTM cell can be seen in Figure 1.  
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Figure 1. A single LSTM cell [20]. 
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the current hidden layer vector. The 𝜎() operator is the sigmoid function. The LSTM cell internal state is 

updated by  
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where 𝑏𝑖 , 𝑈𝑖 , 𝑊𝑖  are the biases, input weights, and recurrent weights into the LSTM network. The 

nonlinear sigmoid operation is weighted by the external input gate. The external input gate is computed 

similarly to the forget gate but with its own set of parameters, such that 
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The output ℎ𝑖
(𝑡)

 of the LSTM cell can be controller via the output gate 𝑞𝑖
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In the above equations, all parameters are learned through a process known as backpropagation through time 

(BPTT) [13]. BPTT is the process by which gradients are computed through the nodes of the computational 

graph with respect to a loss function. The loss function is typically the negative log likelihood function, 

where the current timestep is predicted from past and current inputs, and past outputs, such as  

𝐿𝑡 = −𝑙𝑜𝑔𝑃(𝑦(𝑡)|𝑥(1), … . , 𝑥(𝑡), 𝑦(1), … . , 𝑦(𝑡−1)). (7) 
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2.2 Dropout and Model-Form Uncertainty 

Dropout is a method of regularization typically used to reduce the model’s generalization error [21]. It is 

usually implemented by masking certain hidden units chosen at random, based on a uniform probability 

defined by the user. The masked hidden unit is dropped, reducing the model’s effective capacity. At each 

epoch, different units are dropped, which forces the model to be more resilient; each hidden unit must be 

able to perform well in the absence of other units. The implication is that the hidden units are optimized to 

perform well in many contexts, resulting in a more generalizable network [22]. 

Gal and Ghahramani [23] showed that dropout can be re-interpreted as performing approximate Bayesian 

inference in deep Gaussian processes. They developed the theoretical framework to show that performing 

backpropagation through a neural network is analogous to minimizing the Kullback-Leilbler divergence 

between an approximate distribution and the posterior of a deep Gaussian process. Therefore, a trained deep 

network with dropout included essentially functions as a deep Gaussian process. The implication is that 

activating dropout during analysis provides a stochastic prediction. A family of predictions can be obtained 

with a Monte Carlo simulation by performing numerous forward passes through the stochastic network. The 

resulting statistical distribution of predictions is an expression of the model-form error.  

3 Case Studies 

3.1 Intermittent Contact Problem 

The contact problem under consideration in this section is a three degree of freedom (DOF) system, as 

illustrated in Figure 2. It consists of three differing masses connected by springs. A penalty spring was used 

to model contact between M2 and M3, with a small initial gap. An input random vibration acceleration was 

applied at one end while the other end remained fixed. Response was recovered at M1. This location was 

chosen instead of M2 to avoid contaminating the data with artificial peaks in the response due to the arbitrary 

penalty stiffness. The response of M1 was still affected by the contact interaction but without the numerical 

artifacts of the contact algorithm. The masses and springs were set to arbitrary values such that there was 

significant contact throughout the excitation. The masses M1, M2, and M3 were set to 1, 10, and 2, 

respectively. The spring stiffnesses K1, K2, and K3 were set to 100, 2000, and 100, respectively.  

The goal of this notional problem was to exercise nonlinear response due to intermittent contact interactions. 

The expectation is that the contact problem is harder to predict due to the non-smooth response associated 

with impact between the two masses. The objective is to predict the acceleration response at M1, given the 

input random vibration. The three DOF system was implemented and solved in Matlab using ODE45.  
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Figure 2. Diagram of the three DOF contact problem with boundary conditions indicated. 

3.1.1 LSTM Architecture 

The LSTM architecture used to model the contact problem was a deep bidirectional network with dropout 

layers, and a time distributed dense output layer. The data (input and response) was divided in m segments 

that were 100 points long (each point corresponding to a timestep).  The LSTM was trained by using these 

100-step segments. The input to the LSTM was a 2x100 vector containing the segment corresponding to the 

ith step excitation and the segment corresponding to the response of the (i-1)th segment. The output to the 

LSTM was a 1x100 vector containing the segment corresponding to the ith step response. Figure 3 shows an 

example of this process; the LSTM network takes in the excitation at the segment we are trying to predict 

and the response of the previous segment (blue) and outputs the response at the current segment (orange).  

 

Figure 3. Typical input/output data used for training the LSTM network. 
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Figure 4 shows a diagram representing the LSTM architecture used. The x variables represent the input time 

history, while the y variables represent the output time history. The diagram shows the prediction of a single 

segment. In this case, the T superscript would be 100, representing the number of points in a segment. Each 

row of the diagram represents a layer. The general architecture used contained layers of bidirectional 

LSTMs, followed by forward LSTMs, followed by a time distributed dense output layer. The data was scaled 

to be between 0 and 1, so that rectified linear unit (ReLu) activation functions could be used throughout the 

network. After each layer, a dropout layer was added for regularization. As seen in the diagram, output of 

the LSTM units is shared across the entire network.  

 

Figure 4. Schematic of the LSTM architecture used for the contact problem. 

Each of the LSTM boxes in the diagram represents one of the LSTM cell of Figure 1.  Each LSTM cell has 

n number of hidden units. The number of hidden units in the LSTM cell represents the degree of 

decomposition to which the incoming time sequence will be mapped. For example, an LSTM with 30 hidden 

units will decompose the two-dimensional input vector into 30 time sequences. Figure 5 shows the 

transformation of the input through every layer. The last layer shows the prediction (orange) and the actual 

response (black). In this example, the LSTM takes in two time sequences and transforms them into 30 time 

sequences. The LSTM then takes the input transformed into a high-dimensional space through a series of 

nonlinear operations, until they are combined into a single time sequence in the last layer. The 

transformations are determined by the weights of the hidden units.  Each gate has different weights and they 

control the flow of information, as determined by Equations (2-6). These weights are applied to the input 

over the entire length (time wise) of the input. Since the input is 2 dimensional and the number of hidden 

weights is 30, the LSTM effectively maps the input from 2 to 30 dimensions. The input weights were 

represented by W in the equations above. The rest of the weights were represented by U. Physically, one 

could think of the high-dimensional representation of the input as representing a change of basis. In this 

interpretation, the program is able to generalize when it finds the proper basis representation of the signal, 

and the proper algorithm that transforms such basis representation into the output.  There is no further 

compression or decomposition going from layer 1 to layer 2, hence the weight matrix is square. A desirable 
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property of the weight matrices is sparsity. Sparse weight matrices may indicate a reduction in redundancy 

in the feature representation, and consequently, better utilization of the network capacity [24].  Though no 

explicit effort has been taken to enforce sparsity, the matrices in Figure 5 show sparsity. This sparsity is 

likely a consequence of dropout.  

 

Figure 5. The transformed input signals as they traverse the depth of the LSTM network. 

 

3.1.2 Results 

The full network was trained using synthetic data generated in Matlab by solving the three DOF contact 

problem. Several time series realizations of a random vibration excitation were generated from a single PSD 

using the method of random phase. The time signals share statistical properties, but they are unique 

realizations. The network was trained on one of the realizations and tested on a completely different 

realization, called the test dataset.  

Figure 6 shows the input random excitation (top) and the corresponding response (bottom). The response 

from direct numerical time integration is shown in red, and the neural network prediction is plotted in black. 

The initial data used to seed the prediction is shown in blue in the bottom plot. The blue portion of the 

bottom plot is the only information needed to perform the prediction after the network has been trained. It 
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can be seen that the overall shape of the response is captured by the prediction. Figure 7 shows a close-up 

of the prediction. As illustrated, the prediction is performed stochastically by performing a Monte Carlo 

simulation. In this case, 20 realizations of the response are shown in black. The variance in the predictions 

is a way to quantify the model-form error, as discussed in Section 2.2.   

 

Figure 6. Input random vibration excitation (top) and response (bottom). In the bottom image, the actual 

response is shown in red, the network prediction is shown in black, and the "seed" use to generate the 

prediction is shown in blue. 
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Figure 7. Close-up of input random vibration excitation (top) and response (bottom). In the bottom image, 

the actual response is shown in red, the network prediction is shown in black, and the "seed" use to 

generate the prediction is shown in blue. 

Figure 8 shows the same comparison of PSDs in the frequency domain.  The prediction envelopes the actual 

response and it matches the peaks well. Figure 9 shows the comparison using a spectrogram calculated with 

the Short-Time Fourier Transform. The spectrogram also shows a good match between the actual response 

and the prediction. The error is larger at lower frequencies. This error may be a consequence of the window 

size chosen to partition the signal in Section 3.1.1. A longer window would capture lower frequency content 

better but would decrease the number of training samples. More work is needed to determine an optimal 

window size.  
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Figure 8. Power spectral density of input (blue), actual response (red), and prediction (black). 

 

Figure 9. Spectrogram of actual response (left) and network prediction (right). 

Lastly, the model parameters (K and M) were varied to study the effect of parametric uncertainty. The 

parameters were varied +/- 10% of their nominal value to model the uncertainty associated with these values. 

A few values were sampled from a uniform distribution in the +/- 10% range from the nominal values and 

their responses were evaluated with the Maltab model. A short “seed” from each evaluation was used to 

predict the long-term response using the LSTM network. Figure 10 shows the comparison between the actual 

response and the prediction. For the most part, the network is robust enough to capture small parametric 

variations. The effect of the change of parameters is embedded in the “seed” data, which the network is able 

to identify and accurately capture the evolution of the response. The multiple predictions correspond to 

different model realizations due to the network having been trained with dropout. The multiple realizations 

are an expression of model-form uncertainty.  
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Figure 10. The response of five variations of the model parameters shown. The actual responses are shown 

with a dashed line and the predictions are shown with solid lines. 

3.2 The Ministack 

The Ministack assembly is a benchmark specimen that was developed at Sandia National Laboratories 

(SNL) to better understand the nonlinear damping and stiffness of a compression fit interface. The structure 

consists of an outer can that houses a subassembly of an aluminum slug that fits tightly in between two foam 

cups. For this work, a reduced-order model of the Ministack that was developed by Kuether and Najera [25] 

was used to generate training data. The reduced order model includes a nonlinear interface represented by 

an Iwan element. The Iwan element consists of a constitutive model that captures the microslip behavior 

and nonlinear dependence of damping and stiffness, as the amplitude of the response increases [26]. The 

Iwan element parameters corresponding to the Ministack frictional interface were found through 

optimization in [25].  Figure 11 shows the Ministack finite element model and the frictional interfaces that 

were reduced to Iwan elements. The random vibration input was applied at the base of the can and the 

response was recorded at the top of the slug.  

 

Figure 11. The Ministack finite element model with the interfaces that were reduced to Iwan elements with 

the random vibration input and response locations indicated. 
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3.2.1 LSTM Architecture 

The LSTM architecture used to model the Ministack problem was a deep LSTM network with dropout 

layers, and a fully connected output layer. The architecture used was similar to that of the contact problem 

described in Section 3.1.1. One of the differences was that the Ministack LSTM was not bidirectional. It 

was found that the Ministack could be modeled without including bidirectionality. Another difference was 

the output layer. In the case of the contact problem, the output layer was time distributed while that was not 

the case for the Ministack. It was found that a static dense layer with multiple features representing the time 

dimension worked best for the Ministack. The exploration of the inner workings of the Ministack LSMT are 

not provided here but similar conclusions to the contact problem can be drawn. The LSTM network finds 

the appropriate basis representation of the signal, and the graph structure that best performs the mapping of 

input to output.  

3.2.2 Results 

The network was trained using synthetic data generated in Matlab using the reduced-order model described 

in [25]. As in the contact problem, the results provided in this section were generated using the test dataset.  

Figure 12 shows the input random vibration (top) and the response (bottom). In the bottom plot, the actual 

response is shown in red, the prediction is shown in black, and the seed data used to generate the response 

with the LSTM network is shown in blue. The predicted and actual responses are nearly indistinguishable. 

Figure 13 shows a close-up of the data to illustrate the close match between prediction and actual. Since the 

LSTM network provides stochastic predictions, the prediction shown in Figure 13 represents the mean 

prediction.  

 

Figure 12. Input random vibration excitation (top) and response (bottom). In the bottom image, the actual 

response is shown in red, the network prediction is shown in black, and the "seed" use to generate the 

prediction is shown in blue. 

5022 PROCEEDINGS OF ISMA2018 AND USD2018



 

Figure 13. Close-up of Ministack actual response (red) and LSTM network predictions (black). 

To illustrate the stochastic predictions of the LSTM network with dropout, Figure 14 shows multiple 

realizations of the prediction in black. Variance in the response can be used to quantify the epistemic 

uncertainty of the response, as described in Section 2.2. Uncertainty, represented by the range of predictions, 

tends to be larger in areas where the LSTM network error is larger (e.g.,  in areas the network did not 

encounter during training).   

 

Figure 14 - Response including error 

4 Conclusion 

This paper presents a novel method using Long Short-Term Memory neural networks to predict the response 

of nonlinear systems subject to random broad-band excitation.  By using the LSTMs ability to use past as 

well as future data in its prediction, accurate predictions of strong and weak nonlinearities are possible.  Two 

typical nonlinearities in the form of intermittent contact and frictional sliding were used as baseline 
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examples, both of which were shown to be solvable with the LSTM neural network.  Additionally, it was 

shown that by including dropout layers, the model becomes stochastic in form allowing it to predict 

epistemic and aleatoric uncertainty inherent to the analysis. 
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