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Abstract
Today, we are at the beginning of Industry 4.0. Machines are becoming increasingly sensorized and con-
nected to the internet. Streaming data will thus be sent continuously to cloud computing data-centers.
Condition monitoring techniques can leverage these huge volumes of available data to increase detection
potential and insights in system behavior by long-term trending, anomaly detection and learning approaches.
Additionally, the fact that data of similar machines of a fleet is collected allows for exploiting system sim-
ilarity. This paper illustrates an integrated monitoring approach for the Industry 4.0 context. Our cloud
processing approach is shown. Furthermore, we show an integrated failure detection and severity assessment
approach. Asset performance in the fleet is used as a proxy for potential failure. Health assessment and fault
localization combines state-of-the-art vibration signal processing on high frequency data (> 10kHz) with
machine learning models trained on low frequency (1Hz) bearing temperature data to create a health score.

1 Introduction

The wide implementation of the internet all over the world has made continuous data-connectivity possible
for a wide range of systems: machines, vehicles, OEMs and end-users of machines have taken this opportu-
nity to instrument their machines for condition monitoring purposes. Today, common practice is to perform
condition assessment intermittently on the different machines in a process chain. Typically, an engineer
goes around in the factory and acquires measurements manually using a hand-held device. Acquisition is
done from time to time for those machines that are important but non-critical. Today, permanent monitoring
systems only target plant critical machines. Those monitoring systems take measurements automatically
at intermittent moments in time. These measurements are then processed automatically on the monitoring
device or sent to a central location for interpretation. However, these practices are changing. With the rise
of Industry 4.0 and correspondingly the Industrial Internet of Things (IIoT), more and more instrumentation
will be available in machines, either directly mounted by the OEM or installed during lifetime by owner-
operators[1, 2, 3]. Particularly, the IIoT context brings sensors that are directly connected to the internet. As
such, measurements can be transferred continuously to a cloud data-center. These can be raw measurements
or data preprocessed at the edge.

These large amounts of sensor data can be used for condition monitoring purposes. In contrast to current
practices using intermittent data, it will be possible to collect continuous streams of data. Such streams have
both a finer granularity and longer signal length. These aspects allow to get a more detailed analysis and get a
better grasp on the normal system characteristics and behavior changes a healthy machine experiences. This
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is particularly interesting for modern machines designed for operation in a wide speed and load range. For
these machines the range of normal operation is widening and thus also the difficulty for anomaly detection
to distinguish between normal and abnormal behavior.

Nonetheless, only increasing data-amounts brings no added value. Processed data needs to be directly action-
able for machine operators. As such integrated condition monitoring techniques are necessary to automati-
cally process the data and combine the health indicators in conclusions about system condition. Long-term
data allows long-term trending and anomaly detection on features extracted using signal processing tech-
niques or from machine learning models. To get good insights in system health it is suggested to use a
combination of the methods mentioned above and fuse the results into a limited number of health scores.

To grasp this Industry 4.0 facilitated opportunity offered by continuous data streams, several challenges
need to be overcome. First, a balance needs to be found between data transfer to a cloud data-center and
local processing on the acquisition device. Second, given that continuous streaming results in large data
quantities, there is a need for automated condition monitoring approaches able to autonomously process
these large amounts of monitoring data. Third, the IIoT trend makes that a wider variety of sensor data types
is available for analysis. Each of these data sources requires a dedicated approach. Moreover, the resulting
multitude of indicators from all these analyses need to be fused into a joint conclusion about system health
by applying sensor fusion approaches.

2 Methodology

This paper addresses the opportunities and challenges linked to the Industry 4.0 monitoring trend by propos-
ing an integrated automatic multi-level monitoring approach specifically designed for continuous data from
IIoT sensors. This way of working is applicable for a multitude of systems. In this paper, we focus on
rotating mechatronic machines. Moreover, the approach is structured such that it is applicable to prognosis
by linking the properties of each monitoring workflow to the specifics of the failure modes. A schematic
representation of the methodology is shown in Figure 1. The goal of this paper is to introduce the different
techniques that are used and link them together into a single approach. For a detailed description of the
different sub-aspects the reader is referred to targeted references.

The suggested monitoring approach has the following sub-aspects:

• First, the important failure modes of the system are extracted from a historical failure database. Rank-
ing the failure modes has the advantage that the monitoring system targets the most relevant failure
modes of that specific machine family. Moreover, it allows to adapt the monitoring tools specifically
for each failure mode.

• Second, we exploit the fleet context for machine monitoring. Highly similar machines are combined
into a fleet. System similarity is learned based on historical data. We assume these similar systems to
be comparable in behavior and thus that it is possible to pinpoint underperforming machines based on
machine comparison. Such underperformance is linked to either control setting problems or potential
degradation of the system itself. If no control problems are known, the performance indication is used
as a proxy for machines with potential health problems.

• Third, we determine features using vibration signal processing algorithms. Complex pipelines of
signal processing algorithms are combined in order to extract characteristic health features. In this
paper an approach for bearing fault detection is illustrated.

• Fourth, operational machine parameters, such as temperatures, pressures, are modeled using machine
learning approaches combined with anomaly detection to detect abnormal behavior. The latter is
captured in health indicators. Again a bearing failure detection is illustrated.
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Figure 1: Monitoring approach overview

• Fifth, to take changing environmental conditions into account, loading information is used to normalize
the extracted features of step three and four. In case loads are measured directly these values are used
as input for machine learning models that describe and predict the variation of health features based on
operational parameters. If no direct load measurements are available loading information is extracted
from operational parameters originating from SCADA or other supervisory systems. Particularly for
mechatronic systems the use of torque loading calculated based on motor power and RPM is a good
approach to have an indication of load without the need for complex additional instrumentation.

• Sixth, status logs are used to gain additional information in the loading sequences a machine is ex-
posed to and particularly to better understand how the controller deals with these events. Each action
that a modern machine undertakes, is captured in logs. Extracting which events occur prior to ma-
chine alarms helps in better understanding what actions machines do in response to triggers from the
environment, such as alarms linked to machine protection activation (e.g. converter shutdown due
to overcurrent) or actions taken by external actors (e.g. emergency stop of a wind turbine after a
technician pushes a stop button).

• Seven, the information and health indicators originating from the previous steps need to be integrated
into a single assessment of machine health using sensor fusion approaches. A single health indicator
is defined using a fusion of the different calculated indicators by model ensemble. For the machine, an
overall health indicator is defined by cascading the individual failure mode alarms.

• Finally, since the availability of data for training and optimizing is a challenge for most methods, the
use of virtual training data is suggested. Acceleration signal simulations containing representative
faults are created in order for machine learning models to have accurate training data and to allow the
configuration parameters of the physics-based signal processing methods to be optimized. This allows
to maximally optimize monitoring approaches prior to usage.

3 Cloud implementation

The following subsections illustrate the integrated approach by means of several real-life examples from
onshore and offshore wind turbines. The wind application is used, since it is a challenging case due to the
continuously varying speed and changing loading conditions because of the variability of the wind.
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Figure 2: Cloud approach overview

3.1 Data collection

Different data sources are used in this research, ranging from vibration data, over embedded SCADA sensors,
to status logs. Today, the latter two sources are collected on a wider variety of machines. However, detailed
vibration measurements are typically only acquired for high-cost critical machines. In the near future, also
less critical machines will be instrumented with this type of vibration sensors due to the rise of IoT. Low-
cost accelerometers combined with dedicated acquisition systems will make instrumentation to be more
cost-efficient allowing to monitor also lower cost machines. We anticipate this evolution. However, in this
paper we focus on existing higher-cost monitoring systems and corresponding applications such as wind
turbine gearboxes.

3.2 Data storage and cloud processing

In order to be able to integrate the different monitoring approaches their data needs to be made available in
a central data-storage location. Figure 2 illustrates the approach that we are currently using. Sensor data
is being collected by a number of sensors. These can be embedded SCADA system sensors or additionally
mounted vibration sensors. Sensor data is typically collected by a data-acquisition system and then made
available to external data-clients by means of standardized ODBC or OPC servers[4].

Typically, this sensor data is stored at a local centralized data-cluster. Recently, there has been a trend to
move from traditional historian and SQL databases towards big data storage approaches such as Hadoop or
no-sql databases [5]. In case of the offshore wind turbines, the following data-sources are combined into a
single data-cluster: SCADA sensors sampled at 10-minutes internal, SCADA sensors sampled at 1 second
interval, status logs, and vibration time data from the condition monitoring system [6].

In addition to storage, also dedicated data-processing is necessary. Dedicated data-processing pipelines need
to be defined to transform raw sensor data into failure indicators. We opt to define dedicated pipelines for
each type of failure mode. In order to keep the cost of the infrastructure under control we use a hybrid-cloud
solution. Raw sensor data is processed locally at a local computation cluster close to the machines. Data-
processing pipelines convert the raw sensor data into machine specific health indicators for each individual
machine. The memory, CPU, and storage characteristics of the local cluster are optimized such that all
standardly running analyses on the data-streams can be handled. To facilitate multi-machine analytics in the
fleet context, a cloud computation cluster is used. The main goal of the cloud calculations is to combine the
health features extracted for the different individual machines to compare fleet wide behavior. Additionally,
Memory and CPU intensive calculations are performed in the cloud to maximally leverage these resources

826 PROCEEDINGS OF ISMA2018 AND USD2018



Figure 3: Failure statistics from GRC failure database [7, 8]

and minimize cost. In our case, we opt to work with the infrastructure of the Flemish Supercomputing
center. Data is transferred to the cloud, used in calculations and then discarded to keep resource utilization
as optimal as possible.

4 Failure database

Different failure modes for bearings and gears are illustrated in this paper. These failure modes were ex-
tracted from the Gearbox Reliability Collaborative (GRC) failure database of the National Renewable En-
ergy Laboratory (NREL) [7, 8]. This failure database contains information about the drivetrain failure rates
and specifics of the failure modes for the majority of the US wind turbine fleet. This makes it a world unique
collection of data. The main US owner-operators take part in this initiative and document the failures they
experience in a structured way to allow extraction of failure statistics for each failure mode. From these
statistics, it was found that the most important failure modes are high speed stage (HSS) bearing axial crack-
ing due to white etching cracks; and planet bearing failures, as shown in FIgure 3. Based on the failure
mode statistics from this database, our method development focus was targeted towards the planetary stage
and high speed stage (HSS) bearing and gear problems. In addition, converter switch faults are added, since
these power electronic components have been substantially scaled-up and are increasingly responsible for
turbine stand-still [9].

5 Fleet-wide benchmarking

To get a global overview of asset performance, fleet-wide operational monitoring is done to compare the
performance of systems that are alike. Different monitoring parameters can be used. In our case, we illustrate
this approach by means of an offshore wind farm example. We opt to monitor the power curve determining
parameters power and rpm. Underperformance is detected by means of turbine to turbine comparison of
turbines that are closely spaced and where it can be assumed that they are subjected to similar wind loading
conditions. Wake effects should therefore be taken into account, as well as the influence of sensor noise
should be considered. Comparison of behavior is done at each time block. If turbines start to deviate
from their neighbors for long periods of time, deeper investigations are done to unveil the cause of this
deviation. In general, the deviation can be related to problems with the control settings or malfunctioning of
subcomponents of the turbine. In order to have sufficient insights into the dynamics of the wind turbine, we
use SCADA signals sampled at 1 second time intervals.

In case of the offshore wind farm example, illustrated in Figure 4, underperformance was detected for the
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Figure 4: Fleet-wide benchmarking. Wind farm layout and exact values masked due to confidentiality.

red turbine. Prior to this time segment, the turbine was behaving similarly to its peers. The power curves
for three neighboring turbines are shown (two green and one red box). These power curves were constructed
using the operational data of one day. Based on the comparison of the three power curves (two green and
one red) of the neighboring turbines, it can be seen that the red turbine shows significantly different behavior
than the green turbines. Particularly for none-full load conditions the red turbine is underperforming, since a
significant amount of operational points (dots in the power curve) is below the expected power curve.

This underperformance could be due to many factors. Further failure mode analysis unveiled that the con-
troller was behaving strangely due to unreliable wind speed measurements. In Figure 4, the histogram of
the wind speed is shown for each turbine in the farm. For most turbines, the wind speeds measured by the
anemometers on the nacelle of the turbine show consistent results. For the red turbine on the other hand the
wind speed measurements show high variability. In other words, the turbine controller assumes the wind
speeds to be higher than is the case in reality. Thus, it will use other control settings. In this case the turbine
was using a control scheme tailored for higher wind speeds (pitch control), which resulted in the turbine
underperformance. Fleet-wide comparison was able to unveil this in a straightforward way.

Figure 5: Schematic representation of the processing procedure for bearing failure detection
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Figure 6: Speed estimation using MOPA, a) Spectrogram of CMMNO data, b) PDF map, c) estimated speed
profile, d) before and after angular resampling spectra

6 Data processing for condition indicator extraction

6.1 Vibration analysis

Vibration signal processing allows for extracting complex health features from raw data[10]. Signals are
processed by a sequence of data-cleaning and filtering steps. A typical flow is shown in Figure 5.
In case of wind turbine vibration signals, specific care should be given to compensation of speed fluctua-
tions. Due to the variability of the wind, the operational speed will continuously change in the vicinity of
the target value set by the controller[11]. To overcome this, the signal is transferred to the angular domain.
In this domain, signals are sampled at predefined angular rotation steps instead of time periods. A such the
influence of speed variation disappears. In order to be able to perform this correction, detailed knowledge of
the instantaneous speed is necessary. Detailed encoders can provide this information, however, on most com-
mercial machines only limited detail speed information is available. To tackle this problem, instantaneous
speed estimation techniques, so-called virtual tacho methods, are used.

Different virtual tacho methods are available. In our monitoring approach, we opt to use the Multi-Order
Probabilistic Approach (MOPA) originally developed by Leclère [12, 13]. This method makes use of mul-
tiple harmonic orders typically present in a gearbox, and assumes them to be probability density functions
that can be integrated in a single probability density function describing the speed profile. It is possible to
take all orders into account or choose optimal orders based on a least square optimization method. Figure 6
illustrates the use of the method on wind turbine data. The dataset originates from the International Confer-
ence on Condition Monitoring of Machinery in Non-Stationary Operations (CMMNO) condition monitoring
contest in 2014 [12]. The vibration signal was measured on a gearbox housing of a wind turbine near the
epicyclic gear train and sampled at 20kHz. Figure 6.a shows the spectrogram of the raw signal. Based on
the spectrogram, a probability density function is constructed that combines contributions of all harmonics.
Considering longer temporal periods ensures time stability in the probability density functions. The proba-
bility density function for the considered signal is shown in Figure 6.b. Extracting the most probable estimate
of the speed based on this results in the speed signal illustrated in Figure 6.c. Comparison to the true speed
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Figure 7: 2D-map of the cyclic spectral coherence applied on the vibration data of the NREL test turbine
gearbox data set. An outer race fault of the planet carrier bearing is detected at its characteristic frequency
of 8.84Hz around a carrier frequency of 4.6 kHz (red line)[14].

shows the high accuracy of the MOPA method, when compared to a more classical approach, such as band
pass filtering. Figure 6.d. illustrates the effect of using the extracted speed to resample the signal in the
angular domain. It can be seen that the smearing effect is substantially reduced.

For bearing failure detection it is necessary to remove the disturbances of the harmonic components orig-
inating from gears. Cepstrum based techniques proved to be highly effective for achieving this removal
[15]. Both targeted discrete component removal as well as cepstral pre-whitening are used [16, 17]. Once
the harmonic components are removed, envelope analysis allows to extract bearing failure related signal
modulations [18].

Detecting bearing faults is a challenge, since the signatures linked to the bearing fault impulsive excitations
are small compared to the other disturbances, particularly in the case of a multi-stage gearbox being part of
a complex machine. Thus, it is necessary to perform enveloping at the optimal frequency band, where the
signature is best visible. As such the use of cyclic spectral coherence is a powerful approach [19]. Determin-
ing the cyclic spectral coherence map allows to determine in which frequency band the bearing signature is
optimally amplified by the structural resonances of the system. Selectively performing the envelope analysis
on the strongest band can optimize the detection potential substantially. An example of such a cyclic spectral
coherence map for the GRC gearbox is shown in Figure 7. In this particular case the outer race planet carrier
bearing fault was clearly visible using the cyclic spectral coherence at its characteristic frequency 8.84Hz
[14].

6.2 Bearing temperature analysis

Time series machine sensor data (e.g. from SCADA systems) supports the extraction of information about
systems health. Depending on signal sampling rates, the corresponding granularity of this information allows
to perform a finer or more rough analysis. The data streams of embedded sensors are used in an anomaly
detection framework. A good example for which this can be used, is HSS bearing temperature modeling to
predict bearing problems by detecting abnormal heat conditions.

Machine learning approaches (e.g. regression techniques) are used to model healthy system behavior [20].
A training data set is created. To validate the created models the training data is split in a sub-dataset used
for training the machine learning model and a sub-dataset used for validation of the created model. System
variability due to e.g. non-steady-state operating conditions, seasonal effects on temperature, need to be
accounted for in the model. Therefore, the measured operational parameters linked to these influences, e.g.
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Figure 8: HSS bearing temperature signal (10 months sampled at 10-minutes intervals) classified using
instantaneous alarm levels.

rpm, power, should be taken into account as inputs for the model.

To avoid overfitting of the training data and increase the robustness of the detection approach an ensemble
of models is used. A variety of machine learning models is fitted to the training data. Each specific model
is allocated a particular subset of the training data. Random distribution of this data is done amongst the
different models. Once the training phase is over, the machine learning models are used to predict system
behavior, e.g. bearing temperature. The time series for the model input parameters are provided to the
model, which predicts the model output (e.g. bearing temperature). Determining the difference between
this predicted output parameter and the measured values of the output parameter allow to define a residual.
As long as these residual values remain small the system behaves normally. Once the residues exceed a
predefined threshold an anomaly is noted. This anomaly detection approach is done for each of the machine
learning models. As mentioned above, to avoid overfitting of the data an ensemble of models is used each
using different parts of the data. In the final step these models vote on anomalous state. A majority determines
whether the state at each timestamp is labeled as anomalous or not.

To illustrate this approach the failure of an HSS bearing is detected by means of 10 minute sampled SCADA
signals. Based on the failure database this type of failure is important for wind turbine gearboxes. Given that
there is an active cooling system to control the gearbox oil temperature, it is not straightforward to detect the
subtle temperature changes linked to the fault. Figure 8 shows the resulting classified temperature signal for
a period of 10 months. Three machine learning models are used in the ensemble. Only if all models indicate
anomalous behavior, the classification is set to anomaly (red), otherwise the indication is green. Based on the
colors it can be seen that there are clear time periods for which the bearing has increased temperature. During
those periods the bearings were showing high anomalous behavior. These were linked to high wind loading
periods that were probably enhancing the fault. At the end the temperature was consistently anomalous for
several weeks before turbine shutdown. It is expected that a failure was initiated in the first long anoma-
lous period (early winter period), worsened significantly (end winter period), started to become consistently
present (early spring) and was then detected by the vibration condition monitoring system.

7 Influence of varying loading conditions

In addition to the speed fluctuation, the load is continuously changing. Particularly for the absolute com-
parison of feature values between different time instances this is posing problems. To overcome this issue,
several approaches can be used: features can be classified based on predefined loading bins, features can
be chosen that are unsusceptible to the variation in load [21], or the load information can be included after
feature values were calculated. The first is often used in commercial condition monitoring systems. The last,
-modeling of features and load together-, is used in the context of this paper.

A machine learning model, e.g. regression technique, is used to interlink the features with the operational
parameters of the machine. The approach used, is similar to the one discussed in Section 6.2. In our case,
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Figure 9: Modeled feature for the gearbox problem.

we use the torque load and speed of the machine under investigation. These parameters are extracted from
the SCADA system. The model is trained during a period for which we know the machine has healthy
conditions. Using this approach offers two advantages; one, it becomes possible to continuously compare
feature values, even while machine operation is changing; second, anomaly detection is possible. Anomaly
detection allows to indicate in a more objective way if feature values are changing too much and thus to
indicate erroneous state.

To illustrate this concept, Figure 9 shows the resulting anomaly score for an example on real-life data. A
vibration feature similar to the ones illustrated in Section 6.1 was calculated based on the vibration signals
on the gearbox. Each dot indicates one sample point. It can be seen that the modeling approach succeeds in
taking abstraction of the normal load and speed fluctuations and thus avoid false alarms (all dots are marked
green). Towards the failure, a drastic change can be seen in the modeled feature and the anomaly is clearly
marked by the red color.

8 Status log analysis

Unfavorable loading conditions play a key role in the development of failures in rotating machines. It is
seen in the field that the same machine type can experience failures in one wind farm, while not at other
farms. This is not solely linked to variability in the production process or material properties. In order
to understand which machines are more susceptible to problems than others, we aim to gain insights in
the loading each specific machine is subjected to and how this differs from machine to machine in the
fleet. Linking this loading information to failure data can help in pinpointing where the designs might have
flaws. To achieve this goal it is possible to use time series data of load. However, load sensing is often not
present in the machine. To overcome this, torque loads can be estimated by combining power and speed
information together with the inertia properties of the machine. These loading time series need to have
sufficient granularity to be able to detect the specifics of the dynamic event: e.g. start-up. Often this forms
a problem, since time series data is only available through SCADA data sampled at 10-minutes rates. Status
log information on the other hand is stored continuously for most wind turbines. Each time the turbine
performs a control action, e.g. start-up, a log of this action is stored. As such the logs are not susceptible to
the loss of information due to data aggregation. These logs are often underexploited, but contain significant
information with regard to system behavior and to understand loading conditions leading to failure.

The most straightforward method to benchmark turbines is a direct comparison between the occurrence rates
of their status codes. This allows to pinpoint to the machine that is experiencing the most events of a certain
type. Figure 10 illustrates this for the example of the frequency converter alarm. It can be seen that there is
a clear outlier turbine. This turbine should be targeted for more detailed monitoring investigations. As such
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Figure 10: Converter alarm status code across the fleet.

this approach is useful to keep a global overview of the fleet and complementary to the approach discussed
in Section 5. However, there is more potential for the use of status logs.

In addition to the benchmarking of machines, status log analysis can play an important role in unveiling the
links between the different events that have led to an alarm or failure. Turbine controller behavior is expected
to be consistent and repetitive. We assume that the machine is expected to respond consistently to similar
external triggers. Thus, by extracting the status log sequences from historical data it is possible to capture
this behavior. Using this approach to learn the typical sequence of events that will lead to an alarm or failure,
can help in understanding which actions to take to change controller settings or modify controller design.

We suggest a pattern mining approach based on market basket analysis to extract these typical sequences. In
order to strategically target certain events and to avoid an overload of unmeaningful patterns the approach
uses an alarm trigger, e.g. occurrence of an alarm. Around this specific trigger, a period of data is extracted
and pattern mining using the eclat algorithm is performed on this window of data [22]. Typically, we opt for
a period of one day prior to or after the detection of the alarm. The extraction of these windows is done for
all turbines in the fleet in order to have a sufficiently big database of events. For details on the specifics of
our approach the reader is referred to [23]. We have shown that this approach was capable of detecting the
typical sequence of wind turbine shutdown due to very high wind speed alarms by comparing the episodes
resulting from the pattern mining approach to the expected sequences a domain expert was defining. This
showed the potential of the approach in detecting and understanding normal operating events of the machine.

However, still a high number of potential patterns was produced using the approach. Thus, in order to maxi-
mize the detection potential of the approach, the data was pre-conditioned by embedding expert knowledge
in the approach, so-called expert data-cleaning. Data is filtered taking into account the physical meaning of
the status logs and the inherent links there are between the occurrence of certain events, e.g. electricity grid
problems and changes in the voltages of the grid phases. As such, it is possible to remove all unnecessary
logs and focus is put on those logs contributing to the physical understanding of the investigated failure.

To illustrate the approach, the frequency converter alarm again serves as the case. The status logs for a
fleet of more than 50 turbines for more than two years serve as data-pool for the analysis. The data-set was
optimized using expert data-cleaning. Windows were extracted around the status log linked to converter
alarm and the remaining logs investigated. Based on the analysis we found that in some cases the wind
turbine initiated a converter alarm and linked shutdown action when there was high wind instability at the
site, combined with an alarm linked to the grid behavior after changing the turbine set point. This meant that
the rotor speed would (briefly) increase above the expected values. Based on these events the turbine detects
that there is a grid loss and responds to this by fast shutdown. This can pose high loads on the bearings and
other subcomponents of the wind turbine drivetrain.

CONDITION MONITORING OF ROTATING MACHINERY 833



Figure 11: Overview of the proposed framework. Left side represents acceleration signal generation. Right
side shows integrated automatic processing.

9 Health indicator fusion

Based on the previous sections, it is clear that detecting a failure and assessing its progression requires a
combination of different approaches. Particularly to avoid false alarms and increase confidence in anomalies
it is advisable to have multiple indicators. Automatic monitoring frameworks require these indicators to
be converted autonomously into a single health conclusion. Different fusion approaches are available to
achieve this, e.g. principal component analysis and neural networks. We opt for an approach that is more
physics based and still human interpretable: the model ensemble. Indicator processing pipelines are fed with
different subsets of the data. Each of the pipelines performs feature calculation and anomaly assessment.
Finally, a majority vote amongst the features decides on the anomalous state of the machine. More complex
voting algorithms are possible and part of future work. A health indicator is defined for each subcomponent
of the machine. These are propagated to machine level to indicate the total health of the machine.

10 Detection pipeline optimization based on simulation data (digital
twin)

Given that high quality failure data is rare, particularly if the machine is of a new design, usage of data-driven
techniques requiring a lot of high-quality training data is a challenge. On the other hand, the physics-based
signal processing techniques also have configuration parameters to be set. Based on the exact values set
for these parameters the monitoring techniques can be faster or slower in detecting problems. In order to
maximize the detection potential, we suggest tuning the configuration settings by calculating an optimization
problem on virtual training data. These virtual simulation data are generated for the most important failure
cases and allow to optimize the physics-based signal processing methods for each of these cases. As such,
optimized configuration parameters can be defined for the different failure modes that we are monitoring.
These configuration parameters form the basis for setting up the monitoring data-processing pipeline for
each specific failure mode.

To illustrate this approach a case is illustrated that links to the failure modes investigated prior in this pa-
per: a progressively growing bearing fault in the gearbox HSS. The fault is modeled using an acceleration
signal model containing the addition of the following components: deterministic harmonic components d(t),
random contributions of gears q(t), noise n(t), and the bearing fault signal b(t).

x(t) = d(t) + q(t) + n(t) + b(t) (1)

These bearing signals are built up based on expertise from analysing experimental data in the past. For the
case illustrated in this paper, the geometric characteristics of the NREL Gearbox Reliability Collaborative
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Figure 12: Left: Weibull cumulative distribution for Signal-to-Noise ratio evolution trend. Right: Spectro-
gram of a 60 second simulated vibration signal.

Figure 13: Envelope feature on CEP processed data before and after filtering.

(GRC) gearbox from the GRC condition monitoring round robin are used. We analysed experimental data
of this gearbox in the past and its properties are public domain. For details on the approach to simulate the
gearbox acceleration signals the reader is referred to [24].

In order to account for the changes in operating conditions the gearbox is subjected to, we simulate a year of
measurements. We assume that several one-minute datasets are collected each day. Power level effects on the
vibration signal are accounted for making the vibration signals and their modulations speed dependent. The
latter allows for the signals to be binned according to overall speed and RMS values, as is the case in most
wind turbine condition monitoring systems. We use an automated processing scheme on the generated data
consisting of a combination of techniques as described in [14, 15, 13]. The overall schema of the approach
is shown in Figure 11.

In our current example, an HSS bearing fault is simulated. Figure 12 Left shows the signal-to-noise ratio
(SNR) evolution (dB) of the introduced bearing fault represented by the in reliability engineering often used
degradation trend described by the Weibull distribution. The spectrogram of a representative simulated signal
is shown in Figure 12 Right.

Figure 13 illustrates examples of processing pipelines and their detection potential for the bearing fault. Two
envelope features trends are compared. One with and one without bandpass filtering after the cepstrum filter-
ing (CEP). A small improvement of (approximately 3dB) is seen. Based on the simulations and experimental
experience, we find it to be good practice to determine an optimal demodulation band after CEP even for
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bearing faults. For further details on the analysis the reader is referred to [24].

11 Conclusions

This paper illustrated an integrated fleet-wide approach for condition monitoring. The fleet level was used
to pinpoint underperforming machines. On machine level, different health indicators were defined. Both
signal processing and machine learning approaches were used. To account for variations in loading and
speed conditions, features were modeled using data-driven techniques. Finally, these features were fused to
global health indicators with higher confidence level. To overcome the challenge of minimal training data a
virtual simulation approach was suggested to optimize the settings of the different approaches and find the
optimal combination of methods to form the data processing pipeline for each specific failure mode.
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