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Abstract
Outlier analysis is now standard practice when performing data-driven damage identification; the Maha-
lanobis squared-distance being one of the most fundamental tools in this context. In this setting, “observa-
tions” are rarely given as raw sensor data, but instead constitute the output of a estimator, such as an Auto
Regressive (AR) or Fourier coefficient set. Whilst efficient computation of these type of estimators is now
widespread, the advent of Bayesian inference now allows for the estimation of uncertainty of the outputs of
these estimators, and this, in turn, helps to derive more informative damage-sensitive features. If the object
one is observing is fundamentally uncertain, what is an appropriate measure of novelty? The issue is investi-
gated from three different points of view. Results are demonstrated on a case study on damage identification
in a wind turbine blade during operation, it is shown that taking the uncertainty of damage-sensitive features
into account reduces false positive and negative rates.

1 Introduction

Outlier analysis often amounts to computing the distance between a measured object and a reference proba-
bility distribution. In the Gaussian case, this is usually given by the popular Mahalanobis squared-distance,
between the mean of a reference distribution µ, and the observation in question x (Note bold notation is used
as it is being assumed that features are multivariate, so µ is a vector and Σ is a matrix),

d2 = (x− µ)Σ−1(x− µ) (1)

where Σ is the covariance of the reference distribution. This distance has been shown to be a very effective
measure of novelty in data, and hence it has been widely adopted in Structural Health Monitoring (SHM)
to perform damage detection. The general requirement for damage identification to be successful is that x
should be a damage-sensitive feature. When the dynamic response from a structure, such as vibration, is
being measured, what constitutes a damage-sensitive feature has been widely investigated in the past [1–5].
The appropriate damage-sensitive feature depends on the context, but the general consensus is that useful
damage-sensitive features include Auto-Regressive (AR) model coefficients, or Fourier-based coefficients,
such as a power spectrum, Frequency Response Function (FRF), transmissibility, etc. All these are outputs
from estimator, and more often than not, they are outputs of linear estimators.

Outlier analysis often involves both the estimation of a covariance, ΣT , from a reference training set, and
evaluating d2 on new observations x (the output of an estimator). Invariably, when carrying outlier analysis, it
is assumed that each observation is perfect; no uncertainty about it is assumed. Is this a realistic assumption?
This paper makes the case that it is indeed not, and there are simple instances where one might encounter
real and quantifiable uncertainties over the observations.
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Over the years, a large amount of machine learning research has focused around the issue of probabilistic
estimation of unknown quantities, such as model parameters; this task is achieved relatively well through the
machinery of Bayesian inference. Being able to quantify uncertainty in one’s model parameters is useful, and
provides a valuable additional layer of information that can be exploited for the purposes of outlier analysis.

Bayesian computation has also advanced the disciplines of signal processing and time series analysis, both
fundamental to the extraction of damage-sensitive features. The result of this is that most useful damage-
sensitive features can be derived through Bayesian inference, yielding a probabilistic output. It is no surprise
that Bayesian parameter inference has made its way into structural dynamics [6, 7], and subsequently SHM
problems [8–11].

A question then arises, how should one deal with this probabilistic output, to make the best use of damage-
sensitive features that now include what is now a probability distribution over those features. Surprisingly,
this issue has not been thoroughly addressed in the general setting of outlier analysis, and even less so in the
case of SHM. The Bayesian paradigm is often addressed in terms of its ability to create better models, but
with few exceptions [6], this probabilistic output is not carried forward into an outlier analysis process.

Two of the most widespread tools for feature extraction will be considered in this paper: AR models, and
the Discrete Fourier Transform (DFT); their Bayesian computation is of interest. As such, they are both
useful damage-sensitive features, but extensions and variations of them permit a host of other features to
be derived from them. The pertinent question in this paper is: if, through Bayesian computation, one has
arrived not just at a point estimate for w, but at a full posterior distribution, given observed data p(w|D),
what should be done with this posterior in terms of outlier analysis? This paper investigates this specific
issue. Two problems need addressing. The first is that of learning an appropriate covariance matrix, when
observations are uncertain. In this paper, a pragmatic approach is taken by training the model using the
notion of a collapsed Gaussian mixture density. The second and more pressing issue is that of deriving
appropriate novelty measures that deal with uncertainty. Section 3 discusses some potential appropriate
novelty measures, based on error propagation, marginalisation and comparison of probability distributions.
These measures are applied to a real world, and relevant case study of vibration-based damage detection
of a wind turbine blade during operation in Section 4. An emphasis is placed in comparing the traditional
Mahalanobis squared-distance, with the uncertainty-informed novelty measures discussed in Section 3. First,
the next section will provide some motivation for outlier analysis under uncertain features, by describing the
estimation of two common damage-sensitive features as a Bayesian linear regression problem.

2 Uncertainty in dynamic response features

This section discusses the idea of uncertain damage-sensitive features, and how probabilistic estimates of
some common features can arise from Bayesian inference on simple linear problems. Particular attention is
given to Auto Regressive (AR) models, as they are of interest to the study and practice of SHM. Due to the
limited amount of space, the Bayesian linear regression formulation will not be dealt with in detail.

An autoregressive model describes any given point in a signal, yt at time t, as a function of previously
measured points,

yt =

p∑

j=1

wjyt−j + ε, ε ∼ N (0, σ2) (2)

where j is the lag number, wj is an autoregressive weight corresponding to the jth lag, and ε is the signal
noise, assumed to be Gaussian-distributed with zero mean and variance σ2. This basic autoregressive model
corresponds to the following linear regression problem,

y = Aw + ε (3)

where A is a matrix containing p lagged versions of y along its columns, and w is a vector containing the
autoregressive weights. The signal is also represented as a vector y = {y1, ...yn}. At this point a solution
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could be sought for w through standard least squares methods, and this is precisely what standard methods
for estimating AR coefficients do, such as the Yule-Walker method. Extensions to this general idea are
possible, and are widely used in practice in general system identification and also in SHM.

Other useful feature extraction models can be described in terms of this linear regression problem, a good
example of this being the Discrete Fourier Transform (DFT). To see how this is the case, consider the matrix
A (using the same notation, to draw the equivalence of the problem to AR estimation), with sine waves of k
different frequencies along its columns, representing an N -point time history:

Akn = e−
2πkn
N (4)

The Fourier coefficients can then be recovered from the same linear regression problem as the one given in
equation (3), with the A matrix given by equation (4), and where the weights, w, now represent Fourier
coefficients. In this paper, however, attention will be given to the autoregressive model.

2.1 Bayesian inference for linear regression

Given a data-set D, and a set of candidate parameters from a reference model, encoded in a vector θ =
{θ1, ..., θn}, the philosophy behind Bayesian inference is to use Bayes’ theorem to derive the conditional
probability of the parameters given the data,

p(θ|D) = p(D|θ)p(θ)
p(D,θ) (5)

In the case of linear regression, the model parameters consist of the weight vector w. One of the issues with
Bayesian inference is that the marginal distribution of the joint p(D,θ) can often yield an intractable integral,
requiring approximate methods to solve it. Tractable analytical solutions to the Bayesian inference problem
can be derived through the use of conjugate distributions, and these are of interest to the authors due to
their ease and cheapness of computation. The conjugate solution for the linear regression problem is in fact
straightforward, and can be achieved by placing a Normal-Inverse Wishart prior over the model parameters.
This yields a posterior distribution that is Gaussian, so p(wi|D) = N (µi,Σi). Note the use of the subscript,
which is used later on to denote the model parameters of the ith measurement. Unfortunately, writing down
an analytical solution to the Bayesian linear regression problem takes too much space for this publication,
so the reader is referred to textbooks such as [12, 13]. For illustration purposes, a solution using Bayesian
linear regression, to AR and Fourier coefficients, for a half-second excerpt of wind turbine vibration data is
shown in Figure 1, showing the resulting 3σ confidence intervals. The reader may be able to note that the
confidence intervals shrink at the strongest coefficients.

3 Dealing with uncertain observations

The Mahalanobis squared-distance of equation (1), which is widely used in outlier analysis, does not account
for the fact that the features in question, x can be fundamentally unknown, and, through Bayesian analysis,
are given in terms of a posterior probability distribution p(x|D). Before carrying on, it is worth doing some
notational book-keeping. Note that from here on, x will be used to denote a damage-sensitive feature, to
account for the fact that this could be either a model parameter (for which w was used in Section 2.1), or it
could in some instances refer to predictions directly over measured data.

The problem at hand is one of density estimation, where the inputs into the model are uncertain. There are
two questions to answer. The first being, what is an appropriate method for training a model when inputs
are uncertain? The second question is, what is an appropriate distance metric to use as a novelty score, to
perform damage identification? In this paper, the answers to both of these questions will be greatly simplified
through two major assumptions. The first is that the posterior distribution of the damage-sensitive features,
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a)

b) c)

Figure 1: Illustration of two features derived from a short time history, showing a) time history from acceleration
measurement of a wind turbine blade, b) AR features and c) Fourier features, both with 3σ confidence intervals derived
using Bayesian linear regression.

p(x|D) is Gaussian distributed; this is not unreasonable if a conjugate Gaussian method is used to derive
the posterior, as was the case in the Bayesian linear regression discussed in Section 2.1. More advanced
regression methods such as Gaussian Processes (GPs), Relevance Vector Machines (RVMs) and Bayesian
Neural Networks will, in their most common formulations, yield posterior predictive distributions in terms
of a Gaussian distribution. The second assumption is that the training data will be Gaussian. The impact
that this has is the inability of the outlier analysis methods to deal with data that contain multiple regimes,
associated with a changing environment or operation. The argument here is that for the purposes of this
paper, this is a useful and acceptable simplification, as the focus is placed largely on the introduction of new
novelty measures. More complex density models could be used, such as Gaussian mixture models or Kernel
density estimates, with relatively little additional effort.

3.1 Training

Under the Gaussian assumption, training involves learning the mean µT and the covariance ΣT of the un-
damaged data. Note that the subscript T on these parameters denote that they refer to training set. The
procedure for learning these, through maximum likelihood, is well established and documented, and even
simple Bayesian extensions exist which not only allow posterior distributions over both µT and ΣT , but also
permit doing so in a sequential, on-line fashion (see for example [14]).

A maximum likelihood solution for mean and covariance states that µ = 1
N−1

∑
xi and Σ = 1

N−1
∑

(xi − µ)2

(where xi is the ith observation), thus characterising both the average of the process and its average variation,
respectively. Standard maximum likelihood estimation approaches do not normally consider the case where
each individual data point has an uncertainty attached to it. It is easy to see why this is an unusual problem.
When estimating mean and variance, one is already attempting to capture both the average of the process
and its average scatter, so wouldn’t computing the expectation and variance mean that the job is done? Un-
fortunately not. Each observation is itself a prediction, and is given in terms of a posterior distribution,
characterised by a mean µi and variance Σi, and this issue needs addressing.

The problem is illustrated in Figure 2, where ten uncertain observations are shown. Each observation, xi is
specified in terms of a Gaussian probability density, p(xi) = N (x|µi,Σi).
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General intuition about the problem indicates that if one has uncertain observations, the overall variance
of the entire set x = {x1, ...,xn} should account for the variance in the mean (which is the maximum
likelihood solution), as well as capture any increase in variance due to observation uncertainty. If there was
high confidence in x, manifested through low values of Σi, one would expect the overall variance of the
entire set, ΣT , to be close to the maximum likelihood solution. If, on the other hand, there is low confidence
on the observations, this should lead to a higher overall variance ΣT .

The estimation of both µT and ΣT is in fact relatively simple and is, as always, simplified by the assumption
of a Gaussian p(xi). The overall density of all the uncertain observations could be viewed as the density of a
(very large) Gaussian mixture model, where each observation corresponds to one mixture component, with
an independent mean and covariance. The total density is simply the sum of individual densities, weighted
by a factor describing the ratio of observations found in each component against the entire set. Because in
this case, there is no reason to believe different observations have different weightings, this prior can be set
to 1/N , which yields an overall density,

p(x) =
N∑

i=1

1

N
N (µi,Σi) (6)

This mixture density can be collapsed into a single Gaussian density which minimises the error between the
above density and the resulting collapsed approximation, by simply taking its mean and covariance. These
can be written, straight from Gaussian sum identities as,

µT =
N∑

i=1

1

N
µi (7)

ΣT =

N∑

i=1

1

N
(Σ>i + µiµi − µ>TµT ) (8)

Not surprisingly, the resulting mean is the same as the original mean of non-probabilistic observations.
The covariance, on the other hand, combines the effects of the standard deviation from the mean as well
as the added individual observation variance. The resulting covariance captures the desired intuition, and
this is illustrated in Figure 2, using a synthetic example dataset. The covariance resulting from accounting
for only individual means is shown in black, while the “corrected” covariance, that accounts for individual
observation variance is shown in dashed blue. Note the slight increase in variance along the direction with
most variance on the individual observations.

Collapsing a Gaussian mixture into a single Gaussian is obviously an approximation to the true density (only
the first two moments are captured), but in this paper, it serves its purpose well; it allows a comparison
between novelty scores from a Gaussian distribution where no observation uncertainty is placed against one
where observations are assumed to be uncertain.

3.2 Prediction

Once a density has been estimated for the overall training set, taking into account any uncertainty in the
observations, it is time to make some predictions about new observations. As with regular outlier analysis, the
goal is to determine whether a new observation falls above or below an alarm threshold, and this will be done
using an appropriate distance metric. As briefly introduced in Section 1, the Mahalanobis squared-distance
is an appropriate discordance metric when the data being modelled can be safely assumed to be Gaussian-
distributed. The Mahalanobis squared-distance, alone, is not an ideal distance to compare an uncertain
observation against a reference density.

This issue has not been investigated in detail in the past, so the authors feel that a discussion of different
approaches for tackling the problem is important. In the authors’ view there are three different ways of tack-
ling this problem: 1) as a problem of error propagation, 2) as a marginalisation problem and 3) as a problem
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x1

x2

N (µT ,ΣT )

N (µi,Σi)

N (µo,Σo)

Figure 2: Illustration of problem of density estimation with uncertain observations. Shown are the covariances for the
overall training set (blue), original (mean only) covariance, and observation individual covariance (grey).

of comparing distributions. Rather than presenting a single unified and “best” solution, the similarities, pros
and cons of these formulations will be discussed.

3.2.1 Error propagation

Perhaps the most obvious way to approach this problem is by taking the Mahalanobis distance of equation
(1), where x is assumed to be a point-estimate, and treating it instead as a random variable. Doing so, leaves
one with a relatively simple problem of error propagation. To see this, let the difference between observations
and the data mean be described by v = (x−µ). For clarity of presentation, it helps to work with the precision
matrix, defined by the inverse of the covariance Σ−1 = Λ. The Mahalanobis squared-distance can thus be
rewritten as,

d2 = v>Λv (9)

Unlike the original Mahalanobis squared-distance, the error term is now a probability distribution, since x is
itself described by a distribution. Again, the fact that each observation xi is described by a Gaussian distribu-
tion helps simplify things here, and allows for the entire error propagation to be written down analytically. It
should be easy to see that the error term, v, is the Gaussian describing the observation uncertainty, but offset
by the mean of the training set, µT , so: v ∼ N (µi − µT ,Σi). The benefit of having Gaussian observation
uncertainty, which reduces the error terms to a Gaussian density, now pays off, since equation 9 is a quadratic
form for which there is a simple identity describing the expectation and variance,

E[d2] = µ>v Λµv + Tr(ΛTΣi) (10)

Var[d2] = Tr[ΛΣi(ΛT + Λ>T )Σi] + µv(ΛT + Λ>T )Σi(ΛT + Λ>T )µv (11)

Equations (10) and (11) above, now describe a distribution over the familiar Mahalanobis squared-distance,
treating the error as a random variable, undergoing the square transform with the precision matrix of the train-
ing data. The result for the expectation is clear and intuitive; it is the standard Mahalanobis squared-distance,
with a correction term that accounts for the fact that observations are in fact uncertain. The correction term,
Tr(ΛTΣi) equates to a sum (over the dimensions of x) of the ratios of observation and training variances,
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σ2i /σ
2
T . If the variance of a particular observation is low with respect to the training variance, the correction

factor will be minimal, and vice-versa. Equation (11) applies the same concept to the average deviation, and
thus allows for upper and lower confidence bounds to be placed around the mean novelty score.

This error propagation approach is relatively simple, given that all of the distributions involved are Gaussian.
Under non-Gaussianity, the standard alternative would be to perform Monte Carlo simulations of v, in order
to arrive at a distribution for the resulting Mahalanobis squared-distance. This approach was taken in [15],
though it should be noted that all distributions involved were also Gaussian.

The expectation over the squared Mahalanobis distance will tend to grow, with respect to an uncorrected
d2, whenever the variance of the observations is comparable to the training variance, both in the case of
inliers and outliers, making this a fairly robust measure when features are uncertain. This is illustrated, in
comparison with a simple d2 and the other measures considered in the paper, in Figure 3. Furthermore, it is
important to note that the Var[d2], described by equation (11), allows for the setting of confidence intervals
around the expected Mahalanobis squared-distance. This is useful both in terms of aiding the decision
making process, as well as determining appropriate and safer thresholds over training data.

3.2.2 Marginalisation

A slightly different way of analysing this problem is to treat it as a marginalisation task. The predictive
distribution of a probabilistic model can often be expressed in terms of a simple marginalisation relationship.
This has been previously done, for example, in the task of nonparametric, kernel-based regression methods
in the presence of uncertain input data [16].

In the problem at hand, this is possible by considering the product of a Mahalanobis squared-distance and the
Gaussian distribution that describes the uncertain observations, N (µi,Σi). The integral over this product,
with respect to x would represent the expectation of d2,

E[d2] =
∫
(x− µT )

>ΛT (x− µT )N (µi,Σi)dx (12)

It turns out that an identity exists for the integral in equation (12), and it takes the form,

E[d2] = (µi − µT )
>ΛT (µi − µT ) + Tr(ΛTΣi) (13)

which is effectively equivalent to the expectation derived for d2, through error propagation. This is a reas-
suring position to be in. A particularly interesting point to note is that this measure is no longer a distance,
as it is asymmetric, due to the trace operator over ΛTΣi, which as discussed above, yields a ratio between
observation variance to training variance. This is the desired behaviour as one would like the novelty score
to grow with large observation variance, and to shrink with large training variance. If these two terms were
flipped, so that the trace operated over ΛiΣT , the opposite would be true. Because the trace operator defines
a dot product between two matrices, this also gives a relative measure of misalignment between the two
matrices, so it will increase if the variance directions are significantly different.

As a point of discussion, it is interesting to see what would occur under marginalisation over the two dis-
tributions N (µi,Σi) and N (µT ,ΣT ). Noting that these two distributions are Gaussian, their product will
also be Gaussian-distributed with a normalisation constant Cc (parameters for this product are denoted with
subscript c here). The marginal integral takes the form,

p(x) =

∫
N (x|µT ,ΣT )N (x|µi,Σi)dx (14)

=

∫
CcN (µc,Σc)dx (15)

The constant inside the integral can be taken outside, and the term
∫
N (µc,Σi)dx disappears as it is a

Gaussian distribution (and thus integrates to one), leaving only the normalisation constant. The resulting
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density (which contains the relevant distance metric) can therefore be evaluated using Cc. This constant can,
in turn, be written down using standard Gaussian identities, which yields,

p(x) =
1√

det(2π(Σi + ΣT ))
exp

(
−1

2
(µi − µT )

>(Σi + ΣT )
−1(µi − µT )

)
(16)

which is a standard Gaussian distribution over x, with one key difference; the total covariance is now simply
a sum of the individual training and observation covariances. The measure of interest is the quadratic form
inside the exponent, which effectively gives a Mahalanobis squared-distance. Unlike the integral over the
quadratic form of equation (12) which yields an asymmetric measure, the resulting density of equation (16) is
symmetric with respect to the observation and training distributions. In terms of outlier analysis, this may be
an undesired behaviour. A simple sum of observation and training variance is too simplistic, and this is clear
if one considers the situation when one is evaluating an outlying observation, for which a large distance is
desired. If the observation variance of an outlier is lower than the training variance, this symmetric measure
would still produce a large distance (it would hardly be any different from equation (1)). However, as the
observation variance grows, the resulting symmetric measure will decrease, by virtue of the overall variance
growing. Effectively what happens is that the observation variance dominates the training variance. This
would lead to any uncertain observations being flagged as inliers, which is potentially disastrous. However,
this is only a problem if observation variance is greater than training variance. The distance specified by this
marginal integral is similar in principle to the Bhattacharyya distance, discussed later.

3.2.3 Comparison of probability distributions

A third way to approach this problem is to ask: how different is the distribution of the observations from the
distribution describing the training data. The last of the three approaches (of this paper) for analysing the
problem of deriving relevant measures of novelty when faced with the problem of observations that contain
uncertainty is to consider the comparison between probability distributions.

There are a multitude of methods to do so, but here the discussion will focus on two methods: one distance
and one divergence. The difference between a distance and a divergence is symmetry, and as has been
discussed above, symmetry (or a lack of), generates certain behaviours when it comes to identifying outliers.
In this section the Kullback-Leibler (KL) divergence will be compared against the Battacharyya distance as
a novelty measure under uncertain observations. Given that both of these measures are relatively well known
in the literature, the discussions shall be kept brief and narrowly centred around the issue of outlier analysis.

3.2.4 Kullback-Leibler divergence

The KL divergence, KL(p|q), between two distributions p and q, is given by the following integral:

KL(p|q) =
∫
p(x) log

(
p(x)

q(x)

)
dx (17)

It is widely used in statistical inference, and has roots in information theory [17,18], as it is a useful measure
of information gain. It effectively measures how much knowledge about q(x) will increase one’s knowledge
about p(x). It is important to note that the KL divergence is not a distance, as it is an asymmetric measure
in the sense that KL(p|q) 6= KL(q|p). When considering the outlier analysis problem under uncertain data,
q(x) takes the role of the training distribution, and p(x) assumes the role of the observation distribution. The
premise is that if q does not add a significant amount of information to p, then p is an inlier. This is not
a symmetric measure, so it is fair for the reader to ask, why not use the divergence the other way around?
The simplest explanation is provided by writing down the KL divergence for the two Gaussian distributions
of interest (that is training and observation). When both p(x) and q(x) are Gaussian, the problem can be
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described in terms of means and covariances of both distributions, and the standard form for this is given by

2KL (N (µi,Σi)|N (µT ,ΣT )) = (µT − µi)
>ΛT (µT − µi) + Tr(ΛTΣi) + log

( |ΣT |
|Σi|

)
−D (18)

where D is the dimension of x, and the expression is given as 2KL(p|q) in order to simplify the terms on
the right. The expression for the KL divergence above is the standard d2 relationship with two “correction
terms” that effectively account for uncertainty of the observations. It is important to note that in this form,
the KL divergence weights the squared error between the two means with the precision of the training data.
It should be simple to see that if the KL divergence were to be used the other way around, this term would
weight the squared error with the precision of the observation distribution, which would bear no significance
to the outlier analysis problem.

The expression is similar to that of the expectation of d2 through both error propagation and marginalisation.
The correction terms, however, differ from those of equations (10) and (13), and so play slightly different
roles. Note that trace term in equation (18) is effectively the same as the trace operator in equation (10) that
gives an expression for E[d2].

The key difference between the KL divergence and E[d2] is the addition of a (log) ratio of determinants. This
quantifies the volume ratio between training and observations, and it provides a small balance to the trace
term (very small in fact due to the log operator). Its effect may seem counter-productive for the purpose of
outlier analysis, since it will mean that the overall distance will increase as training variance increases, and
as observation variance decreases. This term only helps in the case of a potential inlier, but with very high
variance, as it measures how much the training covariance lies inside the observation covariance. This case
is illustrated in Figure 3b. Overall, the trace operator will tend to overpower the log-volume ratio in the KL
divergence.

3.3 Bhattacharyya distance

The last novelty measure discussed in this paper, as a measure of novelty for uncertain observations, is the
Bhattacharyya distance [19], which can be viewed as a generalisation of a Mahalanobis squared-distance for
distributions. In the statistical inference literature, it is also a popular measure of distance between distribu-
tions, and in contrast with the KL divergence, it is symmetric. Before delving into this small discussion, it is
worth revisiting the formulation for the marginal distribution of p(x) given uncertain observations as Gaus-
sians, as given in equation (16). The Bhattacharyya coefficient is defined in terms of a similar marginalisation
problem, inside a square root,

cB(p, q) =

∫ √
p(x)q(x)dx (19)

and the Bhattacharyya distance is then defined as the negative log of the coefficient,

dB(p, q) = − log(cB(p, q)) (20)

which simply takes the probability density defined by (19), and formulates it in terms of a useful distance
measure. The Bhattacharyya distance for the case when both p and q are Gaussian yields (using training and
observation subscripts),

dB =
1

8
(µi − µT )

>Σ(µi − µT ) +
1

2
log

(
detΣ√

detΣi detΣT

)
(21)

where Σ denotes the sum of variance terms, Σ = Σi+ΣT
2 . It is straightforward to see what this distance is

doing. It is averaging over the variances in order to compute a squared Mahalanobis distance between the
means of both distributions, and it is enhancing this with a ratio of geometric mean volume to arithmetic
mean volume. In effect, this correction term only plays a role when there is a large disparity between the two
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a) b)

c) d)

Figure 3: Illustration of the four distance metrics measuring novelty between reference distribution and observation
distribution. Four cases are shown: a) inlier, low variance, b) inlier, high variance, c) outlier, low variance and c)
outlier, high variance.

distributions. For outlier analysis, this only offers an advantage when the observation variance is small, as
it will enhance confidence over the fact that an observation may be an inlier or outlier. At the limit of very
small observation variance, the Bhattacharyya distance becomes a (scaled) Mahalanobis squared-distance.
The total covariance, which also appears in the quadratic form does not discriminate between training and
observation variance. If observation variance is high, the it will take over the term Σ, and dominate the
training variance. Therefore, it runs the risk of predicting small distances when observation variance is
larger than training variance. This is both in the case of inliers and outliers, as illustrated in Figure 3b) and
c).

The Bhattacharyya distance is a good measure of similarity between distributions, but one should be careful
when interpreting the results if an observation has a higher variance than the training set.

3.4 Synthetic example

Figure 3 provides an illustration of the novelty measure that each novelty measure yields, using a synthetic
example, consisting of inliers and outliers with low and high observation variance, with respect to a (two-
dimensional) reference set. In the case of an inlier with low observation variance, all four novelty measures
yield a low value, with the KL divergence showing a slightly higher value due to its log variance ratio
term. The dissimilarities appear in the case of an inlier with high variance. In that setting, the expected
Mahalanobis squared-distance and the KL divergence perform well: they both produce a high novelty index.
The Bhattacharyya distance, on the other hand, produces a low novelty index, as the training distribution
lies inside the observation distribution. When considering outliers, all novelty measures produce high scores
when variance is low. When variance is high, however, E[d2] produces the greatest discordance, followed
by the KL divergence which is more conservative due to added log variance ratio term. The Bhattacharyya
distance, fails to flag this as an outlier, again due to the high observation variance.
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4 Case study: wind turbine blade damage detection

The concepts laid out in this paper were applied to a data-set originating from a field investigation on a Vestas
V27 wind turbine. This investigation, together with an approach to damage detection using a Mahalanobis
squared-distance, has been documented in detail in [20]. In this section the authors focus on a comparison
between the various novelty measures discussed throughout this paper.

The data-set consists of acceleration measurements at 16 positions along one of the three blades, with record-
ings spread out across a three and a half-month period, during which three levels of damage were seeded,
in the form of an artificial separation between the upper and lower surfaces of the blade, as they meet at
trailing edge of the blade. In the original investigation of this dataset [20], three damage scenarios are used.
In this paper, only the two lowest-severity damage cases are considered, of 15cm and 30cm crack lengths.
The 15cm seeded crack along the trailing edge is illustrated in Figure 4, along with its position on the blade,
relative to measurement channels. The blade was also instrumented with an actuator that provided an im-
pulse excitation, as this enhances detectability of the different levels of damage when compared with the
vibration resulting from the ambient excitation. In this paper, however, the authors consider only portions
of data where the actuator did not impact the blade, so as to impose greater difficulty of detection. Also, a
limited amount of data was considered; the original recordings capture 30 seconds of data, but only sections
of data of 0.8 seconds are considered (taken at the beginning of every record). This is in order to replicate
the realistic scenario where one may have years worth of data and would not be able to afford storing most
of it. Furthermore, in the setting of a short data record, probabilistic estimates of damage-sensitive features
are of greater value due to the relatively poor quality of the data, and hence the potential for poor estimates
of features. The use of novelty measures that takes this into account makes greater sense in this setting.

The original sample rate of the acquired data was of 16384Hz, but this was down-sampled to 4096Hz,
without a significant loss of information. The damage-sensitive features considered in this study were AR
coefficients, derived using the Bayesian linear regression procedure outlined in Section 2.1, with a model
order of 200 lags. There is an important aspect to note regarding AR model order and sample rate; they
both had to be carefully selected so that the Mahalanobis squared-distance performed well as a detector. In
contrast, the novelty measures that used the full Bayesian solution proved to be overall relatively insensitive
to the model order and therefore sample rate.

The comparison of interest in this paper is between the outlier analysis procedures with and without the
consideration of uncertainty, in the form of the full posterior distribution of the coefficients p(w|D). This
involves both the training procedure and the evaluation of the novelty score. Without consideration for un-
certainty, the outlier analysis procedure is the same as in the previous literature [1]. The mean and covariance
of the features are computed using a standard maximum likelihood approach, using only the mean output
from the Bayesian solution, µi. On the other hand, when uncertainty is taken into account, both µi and
Σi are used, from the posterior p(w|D) of each data recording. In this case, training involves the sum-of-
Gaussians procedure outlined in Section 3.1. Then, three different prediction strategies are compared for
measuring novelty with the full posterior distribution of the AR features: 1) the expectation of the Mahaha-
lanobis squared-distance, E[d2], from equation (10); 2) the KL Divergence using equation (18), and; 3) the
Bhattacharyya distance using equation (20).

The reference distribution is Gaussian, and a comparison is being drawn between the uncertainty-informed
novelty measures and a simple Mahalanobis squared-distance. It is therefore useful to analyse data that is
fundamentally unimodal. For this reason, data originating from only one operating regime was considered,
by taking only instances of recordings where the speed of the main rotor was within a range between 35rpm
to 50rpm.

The available data was split into training, testing and damage subsets, and the results for predictions, based on
the learned models from the training set, are shown in Figure 5 for both measurement channels considered. It
may be useful to reiterate here that the reference model used for E[d2], KL divergence and Bhattacharyya dis-
tance are all the same (derived from the training procedure outlined in Section 3.1). The reference model for
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the Mahalanobis squared-distance, d2, is thus different from the others as this was derived using maximum
likelihood. The thresholds shown in Figure 5 have all been established using a 99th percentile of the novelty
measures inside the training set. The only exception to this is the expected Mahalanobis squared-distance.
In this case, one also has confidence intervals available, and these can be used to better inform the threshold
selection. In the case of E[d2], the threshold was set using the 99th percentile of its 3σ upper confidence
interval, which can be evaluated using equation (11).

4.1 Discussion of results

In the particular case presented here, the Mahalanobis squared-distance has failed to generalise, as it has a
poor performance in terms of false positive rates. One of the reasons for this, is that with an AR model order
of 200, the quantity of training data (of 600 observations) is barely sufficient to yield a well-conditioned co-
variance matrix. Added to this is the fact that even though an attempt was made at selecting a single operating
regime, other operational and environmental variables will mean the data density will be different between
training and testing phases. The uncertainty-informed covariance, on the other hand is better conditioned;
even in the setting of a low number of observations, its conditioning will not be as poor given that it is built on
top of already well conditioned covariances (due to the use and choice of prior distribution in the Bayesian
inference step). In other words, in the absence of a definition of spread, the average spread of individual
posteriors for the observations will be used. This also helps to better summarise what could potentially be
multimodal behaviour into a single Gaussian. The training procedure presented in Section 3.1 collapses both
the mean and covariances of a potentially complex density into a single Gaussian, using information from
both the individual observation mean and variance. On the other hand, performing a maximum likelihood
estimate of mean and covariance (using no individual observation variance), effectively also collapses the
density into a single Gaussian, but using only the information provided by the means. The point here is that
the approximation of the variance given by adding the extra information contained in the posterior solution
of individual features helps in terms of generalisation performance.

Figure 5, shows a marginal improvement in detectability from the uncertainty-informed novelty measures.
The detection performance of each novelty measure depends on several factors. Two of these key factors are
the size of the training set and the model order. A full investigation of these two factors is well outside the
scope of this paper. However, more pertinent to the problem under investigation is the question of the size of
each observation: the length of time used in the time history, to derive the damage-sensitive features. This
matters because, in general, the variance of the posterior distribution of model weights will decrease as the
data size increases - an indication of higher confidence in the model parameters (an AR model in this case).
With very large data records, variance will be small, and if a good enough model is being used, one may as
well use a standard outlier analysis approach that does not involve uncertainty in the observations. The value
of including uncertainty in the novelty measures emerges in the limit of low data quality, and this can involve
low quantity, high noise, or a bad fit against the assumed model. To illustrate this, in the limited amount of
space given here, Figure 6 compares the False Positive Rates (FPR) and False Negative Rates (FNR) for each
novelty measure, with increasing data sizes. Time histories ranging from 500 points up to 8000 points (with
sample rate of 4096Hz) were used to carry out the parameter estimation step, and novelty measures resulting
from these are subsequently computed.

It is clear from Figure 6 that using the expectation over d2 gives the best balance of false positive and false
negative rates. Overall, the Mahalanobis squared-distance is the worst performing, highlighting the point
that including uncertainty in the outlier analysis process is useful.
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a) b)

Figure 4: Illustration of a) 15cm damage to trailing edge and b) damage location within the blade, showing channel
numbers and dimensions in millimetres [20].

a): Channel 8 b): Channel 12

Training Testing 15cm 30cm Training Testing 15cm 30cm

d2

E[d2]

KL

d2b

Figure 5: Resulting four novelty measures on training, testing, and damaged sets, consisting of 15cm and 30cm damage
on blade training edge. The two channels shown correspond to a) the best and b) worst, damage predictors. Thresholds
shown are 99th percentiles of training sets for each measure.

5 Conclusions

This paper has presented a methodology for dealing with uncertain observations when performing outlier
analysis, applied to the problem of damage identification from measured dynamic response data. Current
outlier analysis methods do not deal with the problem of computing novelty measures when the object
being observed is fundamentally uncertain. Such is the case when a probabilistic estimate is used to derive
damage-sensitive features. This paper has addressed this issue by looking at the problem in three different
ways: by applying error propagation through a Mahalanobis squared-distance, through marginalisation and
through comparison of probability distributions. It has been shown that the error propagation approach yields
effectively the same result as performing marginalisation of distributions. The output of this is an expectation
and a variance over the traditional Mahalanobis squared-distance. On the other hand, the Kullback-Leibler
(KL) divergence, and the Bhattacharyya distance are both discussed as potential candidates for comparing the
probabilistic output of Bayesian estimates against reference probability densities from training data. These
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Figure 6: False positive and negative rates with increasing size of data used to derive damage-sensitive features (AR
coefficients), compared for all novelty measures.

three novelty measures all take observation uncertainty into account in slightly different ways, and they are
all compared against the traditional Mahalanobis squared-distance in a case study of damage identification
using vibration measurements in a wind turbine blade in operation. A Bayesian AR model has been used as
an example of a damage-sensitive feature, although it has been discussed how this methodology is applicable
in the wider sense of features derived from linear estimators, such as Fourier features. Including uncertainty
in the outlier analysis is of greater value when a limited amount of data is available, and hence greater
uncertainty exists over damage-sensitive features. It has been shown that in the presence of uncertainty, all
three novelty measures compared far outperform a squared Mahalanobis distance in terms of false positive
and negative rates. This effect is exacerbated in the limit of damage-sensitive features derived from low and
poor data quantities. Of the novelty measures investigated, the expectation over the Mahalanobis squared
distance has proven to be the most robust in terms of acknowledging uncertainty in both inlying and outlying
observations, with the added advantage that it is possible to place confidence intervals around it, which is
useful in terms of robust threshold selection. Further use of this confidence intervals to aid the decision-
making of whether an observation is an inlier or outlier is motivation for further extensions of this work.
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