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Abstract
Recent work in nonlinear system identification has considered the use of Gaussian processes (GPs) as a basis
for forming nonlinear time-series models — NARX models. The two main advantages of the GP formulation
are that the structure detection problem is avoided (i.e. there is no need to specify which model terms are
included) and that natural confidence intervals on predictions are provided. The main disadvantage of the
GP approach is that a global smoothness criterion is applied and this raises issues for the identification of
piecewise-linear systems, or regime-switching systems in general. The aim of the current work is to show
that the problems can be removed by using a Treed Gaussian process (TGP) in order to formulate the NARX
model. Not only does this allow local smoothness criteria, but it also determines the relevant boundary points
of the switching regimes. The method is illustrated using simulated data from a Duffing oscillator system.

1 Introduction

In the domain of time-series analysis, the Nonlinear Auto-Regressive Moving Average eXogenous (NAR-
MAX) model is a popular data inferencing framework offering great versatility and adaptability [1]. The
NARMAX model possesses a high degree of generality for taking a bipartite consideration of both the auto-
regressive and the moving average natures of the signal. To achieve a more parsimonious improvement, the
NARX (Nonlinear Autoregressive eXogenous) model is often used, which is a special case derived from the
NARMAX model, when the model noise is assumed to be white Gaussian. This paper presents a study of
the NARX modelling of the Duffing oscillator system using the Treed Gaussian Process (TGP).

The NARX model naturally inherits the character of the NAR (Nonlinear AutoRegressive) model, where the
current prediction of the system output is a function of the previous inputs and outputs. The NARX model
is distinguished for its inclusion of the eXogenous term, which accommodates a separate input from outside
of the system, thus such an external input is naturally independent of the development of the system output.
Such a configuration can be expressed in mathematical form by the following equation,

yi = F (yi−1, yi−2..., yi−ny ;xi−1, xi−2...xi−nx) + εi (1)

where yi is the system output at the ith step; xi is the eXogenous input; ny and nx are the numbers of lags
w.r.t. y and x and εi represents the noise or residual sequence.

There are various forms for the NARX modelling function F . The common choice, in a certain sense of
tradition, describes the internal mechanism of the NARX system with a multivariate polynomial function.
As being a member of the family of parametric modelling, the polynomial approach to the NARX system
requires a two-step procedure to initialise. The first is to determine the specific model structure (e.g. what
terms to include in the polynomial function) – which is known as the model detection. The second step is to
determine the corresponding expansion parameters (e.g. polynomial coefficients) based on the result of the
model detection. However, the procedure of model detection can be rather troublesome, as an inappropriate
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establishment of the polynomial terms can lead to either poor prediction or overfitting issues. Therefore, in
recent years, the nonparametric treatment of the modelling of the NARX system has gradually gained some
increasing attentions, as it features a major advantage over the tradition parametric models. Nonparametric
models such as neural networks [1] or Gaussian Processes (GP) [2], require no step for the model detection.
Instead, since nonparametric models have a fixed group of system parameters which establish a general
conformity to the data space, the user can simply specify all these parameters without reluctantly making
selections on them. For example, Gaussian Processes as a nonparametric modelling paradigm, only have
three hyperparameters to define once a Squared-Exponential (SE) kernel is selected for it to use [2]. Despite
such an advantage, the nonparametric models do suffer from higher computational cost in terms of parameter
estimation, especially when handling large dataset containing thousands of data points, as the computational
cost is associated with N3 (N is the number of data points).

In this paper, the authors present an advanced NARX model based on the nonparametric framework provided
by the Chipman-based Treed Gaussian Processes (CTGP) [3], and this model will be applied to studying
the behaviour of the Duffing Oscillator. Fundamentally, any GP-based model is, in general, considered to
be nonparametric, because the GP commonly uses a distance-based-kernel function to specify the rule of
inference resulting in a predictive profile in no compliance to a fixed form. However, the GP can also use
non-distance based kernels to establish regular parametric models. In this paper, a simple linear kernel
is selected for the GP, thereby the GP discussed here essentially is equivalent to a simple Bayesian linear
model. Using the linear kernel GP in coalescence with the decision tree ultimately will produce a piecewise
linear prediction of the training data space. It is common knowledge that curvatures can be approximated by
multiple straight lines.

The Linear-Kernel Chipman-based Treed Gaussian Process (LK-CTGP) takes advantages from both the
simple linear regression and the decision tree model in countering the nonlinearity of the NARX system. The
model detection for the LK-CTGP model is rather simple, as it only requires a full specification of a simple
multivariate linear regression formulation based on the model lag defined by the user. The lag specified
does not necessarily need to be accurate (although in a completely principled formulation, the lag numbers
are hyperparameters), but needs to be large enough so that all the effective lags are covered. The partitions
produced under the decision tree framework, will generate regions where a fair linearity is guaranteed.

2 Chipman-based Treed Gaussian Processes

A Treed Gaussian Process, in mathematical terms, is an amalgamation of a Binary Decision Tree (BDT) and
Gaussian Processes (GP)[4]. A decision tree is a logical mapping process through which the elements of a
given input space will be assigned into different groups represented by leaves of the tree based on a series
of criteria [5]. A binary tree basically means the criteria take the form of a simple choice of YES/NO, thus
branching the underlying space into two subgroups. Through repeated application of this splitting process, a
treed structure will be established. Figure 1 shows a typical BDT. In brief, the BDT may be thought of as a
tangible representative framework for partitioning a set of data.

A Gaussian Process is an extensively applied statistical inference method based on the concept of Bayesian
inference. It may be applied to either regression or classification problems. In the context of regression, the
traditional GP offers a nonparametric prediction to the data space of interest [6] if a distance-based kernel
function is chosen. The distance here refers to the distance between any pair of data points in the data space.
Under the traditional GP setting with distance-based kernel functions, the inference is based on the argument
that predictions at any point in space are latently influenced by all other data points in the training space. To
quantify the extent of this influence, a covariance matrix is constructed which contains all the weight of the
influence between any pair of data points in the training space. If the covariance function is non-distance
based, the GP can also simply become a parametric model.

Gramacy introduced one type of TGP model [4] which has seen application in numerous contexts. More
strictly say, Gramacy’s TGP (GTGP) is the very first attempt to amalgamate the GP model with the decision
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tree. Therefore Gramacy is indubitably recognised as the founder of the TGP. The closest predecessor of the
TGP is the well-known Bayesian Classification and Regression Tree (BCART) by Chipman et al [7], where
the idea of a Bayesian stochastic tree was first introduced. This paper discusses another type of TGP which
will be referred to as the ‘simplified TGP’ or ‘Chipman-based TGP’. The CTGP suggests a TGP model
completely springs from the raw ideas of Chipman’s BCART model. In order to prevent any confusion
between these two TGP models, one should know that the Gramacy-based TGP also borrows ideas from
Chipman’s theory, but only in terms of how to alter the structure of the tree. The current paper sets complete
reliance on Chipman’s idea, which will be illustrated subsequently.

Figure 1: Typical Binary Decision Tree.

The CTGP samples the partitions in the training space as in a form of growing a tree. The tree is to be treated
as a state in a Markov Chain, thus the holistic sampling process manifests itself as a manner of Markov Chain
Monte Carlo (MCMC). The most crucial aim of sampling in the MCMC space is to arrive at those trees with
high posterior probability which is the total product of local posteriors from all the leaves. The posterior of
the tree can be expressed mathematically by equation (2).

p(T |X,Y ) ∝ p(Y |X,T )p(T )

p(Y |X,T ) =
b∏

i=1

p(Yi|Xi)

(2)

where T represents the tree; X and Y are the training input and output respectively; b is the number of
leaves.

To achieve suitably rapid convergence to appropriate trees, a Metropolis-Hastings (MH) algorithm with a
complement of four tree structure alteration operations is adopted. Each step of the Markov Chain features
a proposal stage and evaluation stage. The proposal stage involves the proposition of a new tree through one
of four operations; these are GROW, PRUNE, CHANGE and ROTATE. Each of these operations possesses
a high similarity to the ones described in Chipman’s paper regarding BCART under the exact same names,
except for the ROTATE; whilst Chipman used the idea of SWAP, the ROTATE execution derives its originality
from Gramacy.

In simple terms, the four operations have the following effect on the structure of the tree:

• GROW: add one partition by split one leaf node of the tree
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• PRUNE: remove one partition by joining two sibling child nodes

• CHANGE: relocate an existent partition by changing splitting rule in the tree

• ROTATE: maintain the partitions but change their ‘staging’ sequence by rearrangement of the tree
structure

The evaluation stage involves evaluating the Maximum A Posteriori (MAP) estimate of the newly proposed
tree, and then setting forth a comparison against the posterior from the last accepted tree. The residual
that results from the subtraction between the logarithm of these two posteriors will be taken as a metric to
decide on the probability that the proposal should be accepted. Through a large number of MCMC samples,
the process will eventually explore the MCMC state space for high posterior trees, spending more time in
regions of high posterior probability. In a little more detail, the evaluation of the MAP tree normally features
an optimisation of the marginal likelihood function of each individual GP in terms of all its covariance
hyperparameters, if a distance-based kernel function is chosen. To find the extrema of a given function,
suggested optimisation approaches include either a gradient-based line search or a sampling-based search.
In this particular application on the NARX model, the only parameter that requires the optimisation is the
noise level, and it is treated as known here. The linear function parameters can be analytically obtained
through Bayes’ rule with the knowledge of the noise level.

Following the completion of the MAP evaluation, the MAP estimate is used for the Metropolis-Hastings
evaluation, in which the MAP estimates of the current and last-accepted tree are compared in order to decide
whether to accept the newly proposed tree. The rule of the Metropolis-Hasting algorithm is stated in the
equation,

A = min(1,
P (T ′)
P (T ∗)

Q(T ∗;T ′)
Q(T ′;T ∗)

) (3)

where ∗ denotes the proposed tree, ′ denotes the current tree state, Q is the transition probability which
depicts the probability of jump between states in the Markov space, P is the MAP of the tree. The proposed
state will be accepted with probability of A.

3 Model Performance Assessment Criteria

The prediction from the LK-CTGP on the NARX data can be assessed in various ways. The common basic
metric is the One-Step-Ahead (OSA) predictions of the model. The OSA prediction only uses the training
data as the reference for making the prediction at a given time, which is described by the equation,

y∗i = f(yi−1, ..., yi−ny ;xi, ..., xi−nx+1) (4)

where the ∗ now denotes a predicted value.

It is rather arguable that the OSA prediction is a rigorous and descriptive metric to evaluate the model
prediction performance. First, the OSA prediction completely depends on the training data, thus obviously
it has problems with overfitting issues. Secondly, the NARX system is a self-generative or self-developing
time series system, where once the initial condition is given, the subsequent process is largely deterministic.
Therefore, a good metric should provide a measure on the generative performance of the model when given
the same initial conditions as the training data. This leads to the Model Predicted Output (MPO) predictions
as shown in equation (5), where the prediction at a certain time is computed based on the predictions made
up to that time.

y∗i = f(y∗i−1, ..., y
∗
i−ny

;xi, ..., xi−nx+1) (5)
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Once the MPO predictions are made, the Normalised Mean Square Error (NMSE) of the model can be
computed:

NMSE(ŷ) =
100

Nσ2y

N∑

i=1

(yi − ŷi)2 (6)

According to previous experience, it is known that an NMSE less than 5.0 shows a good fit to the data, while
an NMSE less than 1.0 shows an excellent fit.

4 Case Study: The Duffing Oscillator

The basic generative function for the Duffing oscillator NARX system is given as follows,

yi = ayi−1 + byi−2 + cy3i−1 + dui−1 + εi (7)

where y is the output response variable, displacement; u is the eXogenous input variable, the external force;
ε is the residual noise; a,b,c,d are all constants.

The generative function in equation (7) shows the true relation between the input and output to produce
a sequence of responses y in terms of time is a 3D cubic function with input variables yi−1, yi−2 and
ui−1. Therefore, a simple linear regression model is supposed to be inept at comprehensively describing
the behaviour of the data. Naturally the cubic behaviour can be approximated by a piecewise-linear model,
when given the correct partitioning locations to reasonably accommodate each individual linear model. The
LK-CTGP offers a binary process to recursively partition the input space into regions, which is considered
to be efficient and effective.

Before delving into the performance of the CTGP on the data, it is worthwhile to study the generative function
theoretically. From Equation 7, it is clear that the nonlinearity is introduced by the cubic term associated with
the first lag of y. from the partial differentiation with respect to each of the input variables, it can be found
that only in the dimension of yi−1, does the function have non-constant slope. Such a fact manifests that
the entire input space has no gradient change in either dimension of yi−2 or ui−1, therefore, the reasonable
partitions are exclusive to taking in the dimension of yi−1, where once the other two input variables are held
fixed, the curve simplifies to a visualisable classic one-dimensional cubic function. Through performing the
partial differentiation on Equation 7 with respect to yn−1 and equate it to zero, one can obtain the two roots,

r1,2 = ±
√
−b
3c

(8)

Naturally these two roots represent the local peak and trough of the cubic function. The 3D cubic surface
under the current Duffing setup can naturally be approximated as a piecewise-trilinear system by putting
partitions at these two roots if the y set contains both roots. However, the nonlinearity of the NARX system
has one extra influencing factor other than the coefficients associated with the cubic input terms here. Such
a factor is the eXogenous input. Although the eXogenous input does not affect the surface profile of the
generative function, it does affect the effective area in the function space. In the AR-based models (inc.
ARX and NARX), since the current state of the response variable is a function of its previous states, the
dynamical updating process in the training input space can naturally be periodic based on the property of
the function. When the function value is greater than the unit linear function in terms of absolute value
(|yi| > |yi−1|), the y value increases; if |yi| < |yi−1|, y decreases. Therefore, based on such relations,
periodicity in y values can form for a cubic AR function. Figure 2 shows an example where the periodicity
covers both the proximity of the maximum and minimum values (AR periodicity of y forms approximately
in [-1.2,1.2]).
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Figure 2: Illustration of the AR periodicity.

The level of the eXogenous input does affect the span of the periodicity, thus the local nonlinearity within
the span will change accordingly, though the general cubic function profile remains unchanged.

The parameter value set-up for equation (7) is taken here as a = −0.98, b = 1.97, c = −5000, d = 1e − 6
and ε = 0.0001 ∗ σy (0.001% of RMS value). The eXogenous input is uniformly drawn from [-100,100].
4000 points are generated. Under such a set-up, the y values are bounded in [-0.004,0.004], while the two
roots are ±0.114. The y values do not contain both peak and trough of the NARX generative function
Equation 7. Since the y values concentrate in the small centre interval between ±0.114, a weak effect of the
nonlinearity in the system is to be expected. Figure 3 shows the original time series data of y.

Figure 3: Original Time Series data.
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Through applying the simple Least Square (LS) Model to the data space constructed by input variable
[yn−1, yn−2, un−1] and output yn, the OSA prediction gives an extremely good fit to the original data by
producing an NMSE value of 0.02 which is much less than 1.0. However, as has been addressed before, the
OSA prediction is a rather rough metric to assess the NARX model. The MPO predictions of the first 1500
data points from the LS model are shown in Figure 4.

Figure 4: MPO predictions of LS model against original data.

Figure 4 shows that, even though the OSA predictions of the LS model show exceedingly good agreement
to the original data at low level of nonlinearity, the small nonlinearity in the system can be large enough to
cause significant departures from the original data in the MPO predictions; here the NMSE for the MPO
predictions of the LS model is 69.5.

If the LK-CTGP is applied, the MPO predictions for the first 1500 data points are as shown in Figure 5.

The LK-CTGP produced 6 leaves to accommodate the nonlinearity in the system. All the leaves are generated
from partitions concentrated in the dimension of yi−1 as expected, therefore, these partitions are reasonably
placed. Figure 5 shows a good agreement between the MPO predictions of the LK-CTGP model and the
original data. The NMSE here is decreased to 1.26. For clarity, the confidence intervals of the predictions
are omitted.

5 Concluding Remarks

This paper presented a preliminary and trial study of the NARX system with the LK-CTGP model. The LK-
CTGP model is easy to specify in terms of its parameters and counters nonlinearity by producing partitions.
It has been found that the MPO predictions are strongly sensitive to the nonlinearity in the system, which
caused the simple linear least-squares model to produce large MPO errors, even though the nonlinearity
is thought to be low. The LK-CTGP successfully produced a piecewise-linear model, which broke down
the nonlinearity by minimising the local nonlinearity in each generated region. The concentration of the
partitions in the dimension of yi−1 proves that, these partitions are reasonably placed rather than merely by
chance. The problem with the current LK-CTGP model for the NARX system is that the model requires an
accurate input of the noise parameter, which in this study is treated as known. However, the direct access
to the accurate noise in practice is rather idealistic. More fundamentally, the piecewise linear model might
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Figure 5: MPO predictions of LK-CTGP model against original data.

not be the best piecewise model for the NARX system, because too many regions are required to ensure a
good linearity in each region. The general CTGP undoubtedly has more potential in studying the NARX
model. Those distance-based kernels can offer smoother curve fittings for the TGP model, which seems to
promising. However, the computational cost will drastically increase.
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